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Abstract

Designing effective reading comprehension tests is a labor-intensive process involving
experts manually writing and reviewing test items, as well as running trials with large
numbers of test-takers to ensure their quality. This thesis investigates how large lan-
guage models (LLMs) can be used to automatically generate and evaluate multiple-choice
reading comprehension items. [ present DWLG, a German dataset consisting of 454 sim-
plified news articles and 1361 human-written reading comprehension items. I also intro-
duce a new evaluation metric called text informativity, which measures how answerable
and how guessable reading comprehension items are based on a small number of item
responses. I used this metric in a human evaluation study to compare the quality of items
generated by Llama 2 (70B) and GPT-4. Results showed that GPT-4 clearly outperforms
Llama 2 in zero-shot item generation, but does not reach human-level text informativity.
I then demonstrate that this metric can also be used for automatic evaluation by substi-
tuting human responses with responses from LLMs. Both GPT-4 and Llama 2 showed
showed good agreement with human responses. Finally, I experimented with fine-tuning
Llama 2 to improve its item generation capabilities. Although item quality did not im-
prove, the results shed a light on the challenges associated with adapting LLMs| to the
requirements of test items. Overall, although modern LLMs are able to generate usable
reading comprehension items, there is still room for improvement, and data scarcity for

German remains a problem.



Zusammenfassung

Die Entwicklung effektiver Leseverstandnistests ist ein arbeitsintensiver Prozess, der
das manuelle Schreiben und Uberpriifen von Test-Items durch Expert:innen sowie die
Durchfithrung von Testldufen mit einer grossen Anzahl von Teilnehmenden erfordert,
um die Qualitat der Aufgaben sicherzustellen. Diese Arbeit untersucht, wie grosse Sprach-
modelle (large language models, LLMs) zur automatischen Generierung und Evaluation
von Multiple-Choice-Leseverstandnis-Items eingesetzt werden konnen. Ich prasentie-
re DWLG, einen deutschen Datensatz aus 454 vereinfachten Nachrichtenartikeln und
1361 von Menschen geschriebenen Leseverstiandnis-Items. Ausserdem stelle ich Textin-
formativitat als neue Evaluationsmetrik vor, die basierend auf einer geringen Anzahl von
Antworten misst, wie beantwortbar und wie erratbar Leseverstandnis-Items sind. Diese
Metrik habe ich in einer Humanevaluationsstudie verwendet, um die von Llama 2 (70B)
und GPT-4 generierten Items in Bezug auf ihre Qualitit zu vergleichen. Die Ergebnis-
se zeigen, dass GPT-4 bei der Zero-Shot-Item-Generierung Llama 2 deutlich tbertrifft,
aber das menschliche Niveau fiir Textinformativitit nicht erreicht. Dann demonstriere
ich, dass diese Metrik auch fiir die automatische Evaluation verwendet werden kann, in-
dem menschliche Antworten durch Antworten von LLMs ersetzt werden. Sowohl GPT-4
als auch Llama 2 zeigten eine gute Ubereinstimmung mit den menschlichen Antwor-
ten. Schliesslich habe Fine-Tuning-Experimente mit Llama 2 durchgefithrt, um dessen
Item-Generierung zu verbessern. Obwohl sich die Qualitat der generierten Items nicht
verbessert hat, werfen die Ergebnisse ein Licht auf die Herausforderungen, die mit der
Anpassung von LLMs an die Anforderungen von Test-Items verbunden sind. Insgesamt
sind moderne LLMs| zwar in der Lage, brauchbare Leseverstandnis-Items zu generie-
ren, aber es gibt noch Verbesserungspotential, und die Datenknappheit fiir die deutsche

Sprache bleibt ein Problem.
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1 Introduction

Many important decisions in society are made based on tests. From receiving the right
to drive a car to admission to a university or obtaining citizenship - tests have a tremen-
dous impact on an individual’s life and opportunities. As a result, test developers have
a great responsibility to ensure that the tests they create are valid and actually measure
the intended traits and skills. This responsibility is also reflected in the cost of test de-
velopment: Writing, reviewing, and piloting a high-stakes test can cost up to several

thousand dollars per item, and developing an item bank for large-scale assessment costs

millions (Gierl and Haladyna, [2013). In an effort to speed up development and reduce

costs, researchers have been looking for ways to automatically generate test items since

the 1970s (Haladyna, [2013). Recently, the advent of generative large language models

(LLMs) has presented new opportunities and challenges for automatic item generation

(AIG) (Circi et al.|[2023). The present thesis is an attempt to tap into this newly gained

potential and develop methods to support the test development process. Specifically, I
will investigate how LLMs can be effectively used to automatically generate and evaluate

multiple-choice items for German reading comprehension tests.

1.1 Relevance of reading comprehension

Reading comprehension is one of the primary communicative language activities defined
by the Common European Framework of Reference for Languages (CEFR) (Council of
and an established part of standardized language testing. It is commonly
assessed by letting test-takers read a text and answer questions about its content

land Yamashital [2020). This type of test is a good candidate for AIG, because reading

comprehension items can be written only based on the text that is shown to the test-
taker, unlike tests assessing external factual knowledge (e.g., a history test). However,
writing such items is also a challenging task, because it requires in-depth semantic un-
derstanding, awareness of what is and what isn’t implied by the text, the ability to ask
relevant questions, and in the case of multiple-choice items the additional ability to find

distractors that are plausible but unambiguously false.
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Beyond testing human language proficiency, there are also other applications for reading

comprehension items. For example, they can be used to benchmark the natural language

understanding capabilities of language models (Bandarkar et all 2023), to evaluate fac-

tual consistency in summarized texts (Manakul et al.,|2023), or to assess the comprehen-

sibility of texts in simplified language (Sauberli et al.; 2023). In all of these applications,

the goal is to measure how well information can be extracted and inferred from a written

text, but the specific requirements for the test items may differ substantially depending

on the use case (Dunietz et all 2020). In the present thesis, I will focus on the classi-

cal language assessment scenario, where the goal is to determine the level of reading

comprehension skills of human test-takers.

1.2 Anatomy of a multiple-choice item

Multiple-choice tests have been the most common choice of format in standardized read-

ing assessments (Jeon and Yamashita, 2020). The main advantage of multiple-choice

items is that they are exceptionally simple to administer and mark compared to, for

example, open-ended questions, making them an ideal format for fully computerized

testing 2020).

After its adoption by Congress on July 4, a handwrit-
ten draft signed by the President of Congress John Han-
cock and the Secretary Charles Thomson was then sent

Text —— few blocks away to the printing shop of John Dun-
lap. Through the night between 150 and 200 copies were
made, now known as “Dunlap broadsides”. [...]

Stem —— Whose signature appeared on the handwritten draft?

(A) John Dunlap

)

(B) George Washington | Distractors ltem
)
)

A ti o
nswer options (C) John Nixon

(D) Charles Thomson — Key

Figure 1.1: Example of a multiple-choice reading comprehension (MCRC) item from the
Belebele dataset (Bandarkar et al.,2023).

A multiple-choice item consists of a stem (usually a question) and a list of answer
options from which the correct one is to be selected (see Figure 1.1 for an example).
In the conventional case, exactly one of the answer options is correct (the key) and the

others are incorrect (the distractors). However, variants with multiple correct answer
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options also exist. Three has been suggested as the ideal number of answer options
2020), but four is another common choice. While a higher number of answer
options reduces the probability of randomly guessing the correct answer, it also makes
it more difficult to find plausible distractors. The plausibility of distractors (meaning that
the distractors should not be identifiable as such without having read the text) is one of
the major factors in the quality of a test item, and measuring plausibility will be a key

aspect in the evaluation of generated items in this thesis.

1.3 Challenges in test development

Developing high-quality items is challenging for many reasons. I will name just three
challenges I have faced while writing and reviewing test items in the context of language
education and research. First, a number of factors have to be balanced, such as difficulty,
clarity, or the time and cognitive effort required to respond. These factors are often in
conflict with each other, and test developers have to decide how to prioritize them. Sec-
ond, it is difficult to predict how actual test-takers will behave when they respond to an
item. Especially for multiple-choice items, which heavily rely on natural language, am-
biguity or vagueness can cause differences between test-takers’ interpretations. Third,
tests are usually designed to measure a single and rather specific trait, but in reality, it is
rarely possible to isolate the effect of this trait in the response to a test item. For example,
developers of reading comprehension tests have to make sure that a test-taker’s result
is only affected by their ability to read and understand texts, and not by confounding

factors like the amount of world knowledge they have.

In the development of high-stakes tests, these challenges are tackled through extensive
quality control, including expert reviews and pilot studies with large numbers of test-
takers, in order to make sure that the test is valid and reliable . For example,
the TOEFL Essentials test (an English language test required by many universities) under-
went three stages of trials: first with 570, then with 700, and finally with 5000 test-takers

(Papageorgiou et al[2021). At each stage, items that did not meet the necessary quality

criteria were dropped from the test. It goes without saying that running pilot studies at

this scale is extremely time-consuming and expensive.

I will investigate ways in which natural language processing (NLP) can potentially con-
tribute to improving and accelerating the test development from two perspectives: first,
by supporting the item writing process with |AIG, and second, by developing a method

for automatically evaluating item quality.
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1.4 Research gaps in automatic item generation

Even though AIG is by no means a new idea, NLP research so far has mostly been unsuc-
cessful in developing appropriate solutions that could actually be applied in large-scale
assessment (Gierl et al., 2021; (Circi et al., [2023). I argue that this is due to three major

issues that have received too little attention in the NLP community:

1. Lack of non-English data: There are almost no datasets of reading comprehen-
sion items available in languages other than English. For training and evaluating

AIG systems for languages like German, high-quality datasets are indispensable.

2. Lack of valid automatic evaluation metrics: The development and improve-
ment of NLP systems relies on automatic evaluation metrics. For AIG, NLP re-
search has mainly resorted to similarity-based metrics designed for machine trans-
lation or text summarization, which is far from the objective of generating test
items. Meanwhile, running human evaluations at the scale that is common in
language assessment is not viable. As long as there are no empirically validated
methods for automatic evaluation that actually reflect item quality, the field is un-

likely to make significant progress.

3. Lack of interdisciplinarity: It appears that the communities of NLP| and lan-
guage testing researchers are to a large degree mutually exclusive and unaware of

the state of research in each other’s fields. Although some more interdisciplinary

work has been done in recent years (e.g. Attali et al.|2022), most of the work in

NLP is done without referencing the large body of literature about AIG and the
methodologies developed in other fields. In order to make measurable progress
in this challenging task, a better exchange of requirements, knowledge, methods,

and data between the involved disciplines is vital.

The present thesis contributes towards addressing these issues by (1) compiling and
analyzing a new dataset of German multiple-choice reading comprehension (MCRC)
items, (2) developing a protocol for automatic item evaluation, and (3) bridging the gap

between test theory and NLP by applying the former to AIG evaluation.

1.5 Structure of this thesis

This main part of this thesis is thematically divided into five chapters:

« Chapter 2 introduces some relevant theoretical background on test theory, in-

cluding a primer on item response theory (IRT). It also presents a new metric for
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item quality called text informativity, which will then be applied in the experimen-

tal chapters.

« Chapter 3 provides an overview of existing datasets of reading comprehension
items, highlighting their differences. Moreover, it introduces DWLG, a new Ger-
man dataset of news articles and MCRC items authored by the German broad-
casting company Deutsche Welle (DW). The experiments in Chapters 4 to 6 are

centered around this dataset.

« Chapter 4 presents an experiment evaluating zero-shot generation of MCRC items
with two LLMs, Llama 2 and GPT-4.

« Chapter 5 introduces and empirically validates a protocol for automatically eval-

uating the quality of MCRC items.

+ Chapter 6 attempts to improve on the AIG results from Chapter 4 by experiment-
ing with LLM fine-tuning.

The thesis will close with an overall conclusion in Chapter 7, summarizing and synthe-

sizing the insights from the experiments.



2 Background: theory of testing

There are two statistical frameworks that are commonly applied in test development
and assessment: classical test theory (CTT) and item response theory (IRT). In test de-
velopment, these frameworks can be used to evaluate different properties of test items
such as difficulty or reliability. When applying the test items in assessments, they can be
used to estimate traits of test-takers, for example, language proficiency. In many ways,
IRT extends CTT and is the more powerful and versatile of the two theories. Therefore
this chapter will focus on IRT and only draw comparisons to CTT to highlight some

important differences.

IRT is very well established with a large body of literature in the field of psychomet-
rics, where it has also been used to evaluate automatically generated items (Sinharay

land Johnson| [2013). However, the method has barely received any attention in natu-

ral language processing (NLP). More interdisciplinarity in this area could contribute to

much-needed advancements in human and automatic evaluation methodology in NLP,

This chapter will present central concepts of IRT, in an attempt to bridge the gap between
established theories in language assessment and the challenge of evaluating the quality
of items generated by NLP models. These concepts will be useful in discussing the design

and results of the evaluations in Chapters 4 to 6.

2.1 Measuring test-taker proficiency

The ultimate purpose of language testing is to measure a person’s language proficiency.
However, proficiency is not a trait that is directly observable. In a test, the only obser-
vations we can make is how the person responds to items in that test. Thus, in IRT,

proficiency is modeled as a latent trait that is inferred from item responses.

In order to do this, the items need to be able to distinguish test-takers with a higher profi-
ciency from those with a lower proficiency. In other words, the responses to an item need
to be sensitive to the respondent’s proficiency. For example, in a reading comprehen-

sion test, a specific item should elicit correct responses from test-takers above a certain
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proficiency threshold, and incorrect responses from test-takers below that threshold. If
we want to measure a person’s proficiency as precisely as possible, we (as test design-
ers) need to make sure that there are enough items with a threshold around that person’s
proficiency, and that these items are sufficiently good at discriminating between persons
above and below that threshold.

Importantly, we do not judge the person’s proficiency merely based on the number of
correct responses, but we take into account each item’s inherent characteristics such as
difficulty and discrimination to estimate it. The scale on which we measure proficiency
is not fixed or predefined, but determined by how the items behave in relation to the test-

takers. Therefore, the question remaining is how to measure these item characteristics.

2.2 Measuring item characteristics

While the test-takers are only characterized in a single dimension (i.e., proficiency), the
test items can potentially differ from each other in many ways. This section will list the
ones which are most commonly considered when evaluating items using IRT, focusing

on intuitive explanations. More formal definitions will be given in Section 2.3

2.2.1 Difficulty

One the most basic properties of a test item is its difficulty. We can think of this as the
threshold that separates test takers who are proficient enough to respond correctly to
this item from test-takers who are not (see Section 2.1). Essentially, when item difficulty
is high, a higher proficiency is required to respond correctly, and vice-versa. In CTT,
an item’s facility (the opposite of difficulty) is defined as the percentage of test-takers
who responded correctly to that item. This is simple to calculate, but it requires that
every test-taker responds to every item, and it does not consider that the proficiencies of
the test-takers may not be evenly distributed and therefore not every correct response
should contribute equally to the item’s facility. IRT takes this into account by jointly
modeling proficiency and item difficulty.

2.2.2 Discrimination

Discrimination is a measure of how effective an item is at distinguishing between more
and less proficient test-takers. Every item separates the test-takers into two disjoint sets:

the ones who responded correctly to that item and the ones who did not. If the discrimi-
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nating power of the item is maximal, this means that the proficiencies in the first set are
all higher than the proficiencies in the second set. In other words, the item is perfectly
capable of telling whether some test-taker is above or below a certain threshold. The
lower the discrimination, the blurrier the boundaries of the two sets become, and the
less reliably the item can tell apart highly proficient from lowly proficient test-takers.
If the discrimination is minimal, the item is completely insensitive to proficiency, ren-
dering it useless. In |CTT, discrimination is calculated as the correlation between the

test-takers’ scores in the item and the test-takers’ total scores across all items.

2.2.3 Guessability

Although a person with a low proficiency is not likely to respond correctly to a diffi-
cult item, they may still do so by chance. For example, in multiple-choice tests, even the
worst performing test-takers will get some items correctly, either just by randomly pick-
ing answer options or by excluding obviously implausible distractors without actually
knowing the correct answer. Thus, guessability can be considered an item characteris-

tic, and it is obvious that an item of high quality should have a low guessability.

In practice, it is very difficult to empirically quantify how guessable an item is, because
we cannot easily determine whether a test-taker responded correctly because they knew
the answer or because they were simply guessing. There is also no equivalent measure
in CTT. However, IRT still allows us to infer an item’s guessability through statistical

modeling.

2.2.4 Answerability

By analogy with guessability, it is also possible that highly proficient test-takers get some

very easy items wrong. This phenomenon can also be modeled as an item characteristic

in IRT, and is sometimes referred to as carelessness (Barton and Lord,[1981). However,

I argue that carelessness would be a property of the person and not the item, since it is
plausible that certain test-takers tend to respond more carelessly than others but implau-
sible that some items evoke more carelessness than others across all test-takers. Instead,
I suggest to label this phenomenon as answerability: some items mislead test-takers
into giving an incorrect response, even if they know the correct answer, and this affects
all test-takers equally. In multiple-choice tests, a reason for this might be that the item is
written in a confusing way, such that it is unclear what the correct answer option really

is. From this perspective, it is of course desirable to maximize item answerability.
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2.3 Common IRT models

To summarize Sections 2.1 to 2.2, IRT lets us infer each test-taker’s proficiency and
each item’s characteristics by looking at the test-takers’ item responses. Specifically,
IRT models the test-taker’s probability of responding correctly to an item based on the
test-taker’s proficiency and the item characteristics.! This section describes the most
commonly used IRT models, which differ only in what item characteristics they include

or exclude.

This simplest model is the one-parameter logistic model (1PLM), which only uses a single

parameter to characterize items, namely difficulty. It is commonly called the Rasch model

(Rasch, [1960). Formally, it is equivalent to logistic regression:
P(correct response to item i by person j) = logit™(0; — b,),

where 0; € N is a person parameter representing the proficiency level of person j, b; € N
is an item parameter representing the difficulty of item i. Note that b; is simply subtracted

from 6;, which means that person proficiency and item difficulty use the same unit of

measurement (logits), and we can compare them on a common scale (Wright and Stonel

1979). On this scale, when some person parameter is equal to so some item’s difficulty,
that person has a predicted probability of 50% of responding correctly to the item. If
the person parameter is higher than the item difficulty, the person is expected to have a

higher probability of responding correctly.

The probabilities can be visualized as a function of the person parameter 6. The resulting
sigmoid curve is called an item response curve (IRC). As shown in the top left panel of

Figure 2.1, a higher difficulty parameter causes the IRC|to shift to the right.

The two-parameter logistic model (2PLM) adds a second item parameter g; representing

discriminating power, which is fixed to 1.0 in the 1PLM:

P(correct response to item i by person j) = logit™ ( a; (0, — b;))

Items with a higher discrimination parameter have a higher slope in the logistic sigmoid
curve (see Figure 2.1, top right panel). In other words, the item is better at distinguishing
test-takers with small differences in proficiency, as long as the proficiencies are close to
the difficulty of the item.

!For the sake of simplicity, I only consider dichotomous IRT models here, which are applicable for pre-
dicting binary outcomes (e.g., correct/incorrect response). There are also polytomous models, which
can predict the probabilities for responses on an ordinal scales.
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Probability of correct response

Figure 2.1:

High difficulty (b=2.0) High discrimination (a=3.0)

]
-

Low answerability (d=0.6)

-

-4 -2 0 2 4 -4 -2 0 2 4
Person proficiency (6)

IRCs comparing the effects of changing the difficulty, discrimination, guess-
ability, and anwerability parameters. The dashed gray IRC always corre-
sponds to an item with b = 0.0, a = 1.0, ¢ = 0.0, and d = 1.0, from which each
solid blue IRC differs in a single parameter.

In the three-parameter logistic model (3PLM), another item parameter c; is introduced,
which changes the lower asymptote of the sigmoid curve (Lord, 1980, p. 12-14):

P(correct response to item i by person j) = ¢ + (1 —¢) logit '(a:(0; — b))

As a result, the probability of correct response to this item can never be lower than c;.

Similarly, the four-parameter logistic model (4PLM) introduces d; as the upper asymptote

(Barton and Lord, |1981):

P(correct response to item i by person j) = ¢; + (d;i — ¢;) logit™(a:(6; — b,))

These modifications are visualized in the bottom panels of Figure 2.1. According to the

10
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1PLM Est. Est. 1 0 1
2PLM Est. Est. Est. 0 1
3PLM Est. Est. Est. Est. 1
4PLM Est. Est. Est. Est. Est.

Table 2.1: Summary of the parameters in IRT models up to 4PLM. Est. indicates that this
parameter is estimated based on observed data. Note that the conventional
variable names for item parameters are not alphabetically ordered.

intuition described in Sections 2.2.3 and 2.2.4 the lower and upper asymptote can be

interpreted as the item’s guessability and answerability.

Table 2.1/ summarizes the four models and all of the parameters involved. The 4PLM
with the upper asymptote parameter is only rarely applied in practice. However, we
will see that it is particularly useful for conceptualizing the evaluation of automatically

generated questions, where poor answerability and guessability are a common issue.

2.4 Information functions

The ultimate goal of a test is to measure proficiency as accurately and precisely as pos-
sible. As discussed in Section 2.2, the items in a test can differ from each other in several
ways, and as a result, each item’s contribution to the precision of measurement is also
different. Some items may be good at measuring test-takers at a specific proficiency,
and some may be more reliable than others. An item’s contribution to measurement
precision is quantified by its item information function (IIF) p. 72-73):

Pi/(e)z

0= 2@y - r@)y

where P, is the IRC of item i, and P/ is its derivative. A more intuitive description of the
ITF is that it tells us how sensitive the item is to small changes in proficiency. As can be

seen from Figure 2.2, different item characteristics have specific effects on the IIFs:

11
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Item 1 (b=0.0, a=1.0, c=0.0, d=1.0)
Item 2 (b=4.0, a=2.0, c=0.0, d=1.0)
Item 3 (b=3.0,a=1.0,c=0.2, d=0.8)
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Figure 2.2: IRCs and IIFs for three fictional items in a 4PL IRT model. Dashed curves are

ITFs. The solid gray curve is the test information function, which is the sum
of all TIFs.
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« An item provides the largest amount of information when its difficulty is close to

the test-taker’s proficiency.
+ An item provides more information when its discriminating power is high.

+ An item provides more information when the difference between its lower and

upper asymptote is high.

The information function of the entire test is defined as the sum of all IIFs, visualized by

the solid gray curve in Figure 2.2 1980, p. 70-71):

Lest(6) = ZL-(@)

The amount of information in a test is directly related to the standard error of estimation
in the latent trait. Specifically, the more information a test provides, the more precisely
we are able to estimate the proficiency level of a test-taker p. 71). In this
sense, information functions are an appropriate way of evaluating the quality of single

items or an entire test.

2.5 Text informativity for reading comprehension

items

For reading comprehension items, I propose to use the difference between guessability
and answerability (d; — ¢;) as a metric for evaluating item quality. I call this metric text

informativity.

Intuitively, the guessability parameter for reading comprehension items tells us how
likely test-takers are at guessing the correct answer without looking at or understanding
the text, while answerability represents the probability for a correct response given that
the text was understood perfectly. Therefore, text informativity is a measure of how
strongly the evidence available in the text can inform the test-taker’s response accuracy.
In other words, it measures by how much at best a test-taker can improve their response
accuracy by reading the text. Since the aim of the item is to test reading comprehension,

it is obvious that maximizing text informativity is desirable.

Theoretically, the text informativity metric can be justified using the definition of the
[IF of the 4PLM. (2013) derived the maximum information for a given 4PLM item
as a function of its item characteristics. Based on their formula, Figure 2.3 shows that

the maximum information increases monotonically and (at least for high answerability

13
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Figure 2.3: Relation between the text informativity metric and the maximum of the IIF
of an item i for different answerability values (d;). Difficulty (b;) is set to 0 and
discrimination (a;) is set to 1 in all cases.

values) close to linearly with increasing text informativity and constant difficulty and

discrimination parameters.

2.6 Applications in NLP

As mentioned in the introduction to this chapter, IRT is well established in various fields
of research and widely used for estimating proficiency and evaluating test items. There
are also many potential use cases in NLP research, for instance, to analyze responses in
human evaluations, to evaluate the quality of automatically generated items, or to test
the performance of question answering models. Recently, some researchers have made
use of IRT in various NLP contexts (Lalor et al.l[2019; Vania et al., 2021; Rodriguez et al.|
2021}, 2022; Byrd and Srivastaval [2022; [Uto et al.,2023), but these remain exceptions.

An important disadvantage of IRT is that especially the higher-parameter models (e.g.,
3PLM and 4PLM) require large sample sizes, both in terms of the number of test-takers
and the number of items, in order to get precise parameter estimations. According to rec-
ommendations in the literature, estimating item parameters in a 4PLM requires several
thousand test-takers 2022). This may contribute to the reluctance to adopt this
method in human evaluations in NLP, where it is common to use rather small sample

sizes.

14
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In addition, the assumption that the response data fit the logistic models defined by
IRT - although thoroughly tested for human responses — might not necessarily hold

for artificial intelligence applications (see Rodriguez et al., [2022). All the more, further

research is needed to tap the full potential of IRT and make effective use of it in NLP.

2.7 Summary

Classical test theory (CTT) and item response theory (IRT) are two statistical frameworks
for analyzing test items. IRT models the probability of a given test-taker responding cor-
rectly to a given item, based on the test-taker’s proficiency and the item’s characteristics,
which we can infer by fitting the model to item response data. Different IRT models in-
clude different types of item characteristics like difficulty, discrimination, guessability,
and answerability. The item information function (IIF) tells us how precisely an item is

able to measure a test-taker’s proficiency and essentially reflects the quality of that item.

I introduced the text informativity metric, which is defined as the difference between
guessability and answerability. For reading comprehension items, this metric measures
how much reading the text can inform a proficient test-takers’ response to that item.
We will use text informativity as an indicator of item quality in the experiments in the

following chapters.

15



3 Datasets of reading comprehension

items

Most standardized language tests contain items for assessing reading comprehension.
Consequently, an abundance of item banks with high quality items in many languages
have been professionally developed. However, these item banks are usually confidential,
partly due to their commercial value, but also because the items lose their validity if
test-takers can access them beforehand. This makes them unsuitable for use in natural
language processing (NLP), where publicly available test sets are essential for developing
and evaluating models. Therefore, research into machine reading comprehension has

made use of datasets which were collected through various means and have never been

properly validated (with few exceptions, e.g., 2022).

The idea of testing a machine’s understanding of texts by letting it answer questions
is not recent. Initial experiments date back at least to the 1970s (Lehnert, [1977), and

some resources were developed by Hirschman et al| (1999). However, the field only

started picking up pace by the mid-2010s, and since then a large number of |question
answering (QA) and machine reading comprehension (MRC) benchmark datasets have
been published (Zeng et al., 2020} Dzendzik et al., [2021). More recently, also multiple-

choice MRC has become a standard task in natural language understanding, in part due

to the wide-spread use of the RACE dataset (Lai et al.| and the addition of MultiRC
(Khashabi et al. [2018) to the SuperGLUE benchmark (Wang et al.,2019).

This chapter will give an overview of the different types of currently available MRC
datasets (without a restriction on language or item types), followed by a more detailed
comparison of German multiple-choice reading comprehension (MCRC) resources. Then,
I will present a new German MCRC dataset, which will serve as the main dataset for the

experiments in Chapters 4 to 6.
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Chapter 3: Datasets of reading comprehension items

3.1 A taxonomy of MRC datasets

In the following, I will describe several dimensions in which MRC datasets differ, give
examples, discuss advantages and disadvantages, with a particular focus on the suitabil-
ity of datasets for human and machine reading comprehension. The taxonomy is largely
Dzendzik et al[(2021), and Rogers et al(2023).

based on the surveys by |Zeng et al|(2020),

3.1.1 Text properties

The texts which a system (or human) is required to understand in order to answer items
correctly are a central part of MRC. They are the main difference to QA, which may also

rely on other sources of evidence such as knowledge bases or images.’

3.1.1.1 Text length and linguistic unit

The text may be an entire document, a short passage from a document, a single para-

graph, or just a few sentences.

RACE and Natural Questions (Kwiatkowski et al[2019) are examples of datasets on the

document level. Text lengths can vary widely for document-level datasets. On average,
texts in RACE are 330 tokens long, while Natural Questions is based on Wikipedia pages
with an average text length of 7312 (Dzendzik et al.,|2021). SQUAD (Rajpurkar et al., 2016|
and MultiRC| are paragraph-level datasets with an average text length of 137 and
263 tokens, respectively.

This variability in the length of the text has several consequences:

« Number of items: The longer the text, the more items can be written about it.

« Skill/difficulty level of items: Longer texts can provide more opportunities for
writing items that require combining facts from different parts of the text (see, e.g.,
MultiRC), while items for short texts may be more oriented towards retrieval and

therefore less difficult.

+ Processing effort: In general, longer texts are more challenging and/or time-
consuming to process and extract information from for both machines and hu-

mans.

! Although there are multimodal QA datasets which may require understanding of written text (e.g., text
and image: Kembhavi et al|[2017), I will only consider datasets which fully rely on the text as a source
of evidence. The item itself, however, may still be multimodal.
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However, not all datasets with long documents make use of these advantages. For in-
stance, the questions in Natural Questions|originate from real online search queries, and
thus tend to be more focused on retrieval from large documents. In assessment of hu-
man reading comprehension, reading time and therefore cost increases with the length
of the text. As a result, having a large number of items compared to the text length is

desirable.

3.1.1.2 Text source, genre and domain

Datasets created from language tests often contain texts written by experts specifically
for the test, in order to precisely control for difficulty level and content. RACE and ReClor
are examples of such resources. Datasets designed a priori for MRC more
often use publicly available texts, e.g., Wikipedia articles (SQuUAD, Natural Questions,
WikiQA (Yang et al. 2015)), books from Project Gutenberg or BookCorpus (BookTest
(Bajgar et al.,[2017), LAMBADA (Paperno et al.; 2016)), or news articles (CNN/Daily Mail
(Hermann et al.;2015), NewsQA (Trischler et al.,2017)). Several datasets contain written
dialogs or movie scripts, such as DREAM (Sun et al} 2019) and NarrativeQA

et al} 2018).

Genre and domain can affect the difficulty of the comprehension task, both for humans

and machines, and the suitability of using a specific genre/domain is highly dependent on
the research question at hand. However, a generally important factor in reading com-
prehension assessment is the reader’s prior knowledge and familiarity with the topic

or domain of the text: A test-taker is more likely to answer an item correctly if they

have prior knowledge about the content of the text (Smith et all 2021} Spyridakis and!
[1991). Recently, Liusie et al](2023) and [Raina et al] (2023a) have found that

MRC models are also subject to this effect. This means that some items may measure

the reader’s/system’s world knowledge instead of comprehension, and that some read-
ers/systems may have an advantage due to individual differences in world knowledge.
These problems can be reduced (but likely not completely avoided) by carefully choos-
ing the the topic according to the reader. For instance, news of current events are a bad
choice for human test-takers, but may be good for language models with a knowledge

cutoff before the events have happened.

The effect of prior knowledge will be of particular importance in Chapters 4 and 5, and

I will discuss them in more detail there.
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3.1.1.3 Text difficulty

Several MRC datasets (especially those created as educational resources) contain texts

written to match a specific difficulty level. For example, RACE++ (Liang et al., 2019)

contains texts from English examinations on three educational levels: middle school,
high school, and college. However, the texts and items are not related across the three
difficulty levels. OneStopQA (Berzak et al.,[2020) is based on the OneStopEnglish corpus

(Vajjala and Lucic| 2018) containing news articles in their original version, in addition

to two simplified versions (Elementary and Intermediate), with the same items across all
versions. FairytaleQA (Xu et al.,[2022) excludes texts above a certain difficulty threshold,

according to surface-level readability metrics.

A higher level of difficulty is expected to lead to a lower performance in comprehension
by humans. Berzak et al.|(2020) showed that this is also the case for MRC models.

A disadvantage of choosing texts with a lower linguistic complexity is that the com-
prehension questions may then be more difficult to understand than the text. This is
problematic because we would end up measuring the comprehension of the items in-
stead of the text. Consequently, writing items that are linguistically simple enough but
still accurately test comprehension is challenging. In second language acquisition, this
could be avoided by asking comprehension questions in the native language of the test-
taker, while in first language acquisition, different modalities (e.g., images) could be used
(see, e.g., RecipeQA (Yagcioglu et al.,[2018)).

3.1.2 Item properties

3.1.2.1 Item type

Zeng et al|(2020) propose a taxonomy of item types in MRC datasets, which classifies

items with respect to three dimensions:

* Question type

— Natural: a question in natural language without manipulations
Example: What does the president think about the new law?
Example datasets: NewsQA, RACE

— Cloze: usually a sentence with a placeholder to be filled with an appropriate
word or a phrase
Example: The president thinks that the new law should be ___ immediately.
Example datasets: LAMBADA, BookTest
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— Synthetic: a sequence of words which do not necessarily follow natural lan-
guage grammar, such as keyword queries
Example: president, opinion about the new law, ?
Example datasets: WikiReading (Hewlett et al.[2016), MC-AFP

+ Answer type

— Natural: a single natural language word, phrase, sentence, or image
Example: abolished (in response to the cloze question above)
Example datasets: SQUAD, LAMBADA

— Multiple-choice: several answer options from which a subset is to be se-
lected
Example: abolished, passed, withdrawn (in response to the cloze question
above)
Example datasets: RACE, BookTest

« Answer source

— Spans: the answer is a substring of the text
Example datasets: SQUAD, ReviewQA (Grail and Perez, 2018)

— Free-form: the answer is not (necessarily) a substring of the text
Example datasets: NarrativeQA, RecipeQA

Many large crowdsourced QA datasets such as SQUAD and NewsQA are span-based,
because span annotations are easier to compare between annotators and checking for
grammar or spelling errors in the answer is not required. In addition, responses to
span-based items are easier to evaluate (e.g., through span overlap or exact matching)
compared to free-form natural answers. Evaluating multiple-choice items is even more
straight-forward, but writing good multiple-choice items is notoriously difficult
2020), and even professionally written items (such as in RACE) sometimes suffer from

low quality, for example, due to implausible distractors (Berzak et al.,[2020).

Cloze-style questions are often extracted directly from the text and can therefore be
generated automatically, although human filtering may be necessary to ensure quality
(e.g., LAMBADA). As gap-filling is essentially the pre-training objective for masked and
causal language models, this task is particularly well-suited for MRC, although it is un-
clear whether it actually tests reading comprehension, as opposed to world knowledge

or language production.
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3.1.2.2 Item source

In most cases, datasets are generated based on texts from existing corpora, and items
are created by crowdworkers (e.g., SQUAD, NewsQA) or experts (e.g., OneStopQA, Re-
Clor), automatically generated (e.g., MC-AFP, BookTest), or a combination of automatic
generation and manual annotation (e.g., Natural Questions, DuReader 2018)).
When the items are also taken from existing resources like exams, the item writing pro-

cess is often unknown (e.g., RACE), whereas newly created datasets can involve well-

documented guidelines and extensive quality control (e.g., Belebele (Bandarkar et al
2023), QA4MRE (Pefias et al} 2011} [2012)).

Although employing crowdworkers or non-experts allows creating datasets at a much

larger scale, the quality of the resulting items may suffer (Dunietz et al. [2020; Rogers|
2020). For item types that are more difficult to write, even professionally designed

items can contain quality issues (Berzak et al.,2020).

Dunietz et al.| (2020) made a compelling argument as to why the method through which

items are obtained is particularly important in the context of MRC. They advocate for
a better definition of what researchers mean by comprehension and argue that the item
generation process should be aligned with this definition. For the most part, the guide-
lines provided to crowdworkers (e.g., for SQUAD) as well as the requirements for items
designed in an educational settings (e.g., for RACE) do not reflect this, limiting the use

of these datasets for measuring MRC.

3.1.2.3 Item difficulty and skill

Not many datasets specify the level of difficulty or the type of skill to be tested by the
items. One notable exception is FairytaleQA, which contains texts and items written for
students between kindergarten and eighth grade. The questions target different skills in-
volved in narrative comprehension by asking about various aspects of the stories, such
as characters, feelings, causal relationships, or outcomes of events. QA4MRE also in-
cludes items that take the skill level into consideration. For example, they specify which
items require combining information from different parts of the text and categorize them

according to the type of information they target (e.g., cause, purpose, or degree of truth).

HotpotQA (Yang et al,, [2018) is a dataset of so-called multi-hop question-answer pairs,

which require reasoning in multiple steps and including several parts of the text, in-

creasing the level of skill being tested.
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3.1.3 Language

MRC and QA tasks are currently highly English-centric (Rogers et al., 2023). Some re-

sources exist for Chinese (DuReader, ReCO (Wang et all[2020), LiveQA (Liu et all[2020);
C® (Sun et al.,2020)), Vietnamese (ViIMMRC (Nguyen et al.,|2020; Luu et al., 2023)), Rus-

sian (DaNetQA (Glushkova et al| [2021)), and other languages. For German, the only

original monolingual dataset appears to be GermanQuAD (Moller et al.,|2021), which is
a span-based QA dataset similar to SQUAD.

There are also several datasets containing texts and comprehension questions in multiple
languages in parallel. QA4MRE is a dataset developed for a shared task, containing par-
allel texts and items in English, German, Italian, Romanian, and Spanish. Pira (Paschoal
let al., [2021} Pirozelli et all [2023) is a domain-specific Portuguese-English dataset. The

most recent and the most substantial addition is Belebele, a parallel MCRC dataset for

122 language variants, including multiple writing systems for some languages.

One issue to consider when creating parallel multilingual datasets is that some item
types may not be easily translatable between languages. For example, span-based or
cloze items heavily rely on the specific syntactic structure of the question or the text
(e.g., the continuity of verb phrases), which may not always be replicable in another

language.

3.1.4 Purpose

Reading comprehension items can be designed for different purposes. When items are
intended for human users, their purpose can be to assess reading skills in examinations
(RACE), to support the language learning process in textbooks, or merely to motivate
readers to pay attention to the text in order to study their reading behavior (Dillon et al.,
2013). In contrast, the vast majority of the datasets presented in this chapter are specif-
ically created as NLP tasks for machines. Many of these datasets are created from re-
sources that are completely unrelated to reading comprehension, such as search engine
queries (Natural Questions) or live commentary during basketball games (LiveQA). Ev-
idently, these are fundamentally different in quality and in what they are capable of

testing.

In test design, an important distinction is made between high-stakes and low-stakes
tests. A high-stakes test is one where there is a clear line between passing and failing,
and passing or failing the test has real consequences for test-takers, for instance, of fi-
nancial, career-related, or legal nature. Typical examples for high-stakes tests are exit

examinations and language certifications required for admission to a university or ob-
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taining citizenship. Items from these tests are usually not openly available, or only in
small quantities and with little information on the creation and validation process (e.g.,
Entrance Exams| (Penas et al.,[2014)).

MRC is generally concerned with assessing the abilities of NLP systems, and are there-
fore low-stakes by definition. In contrast, automatic item generation (AIG) can directly
support test developers as end-users in creating items for high-stakes testing. As a result,

more high-quality items are required for developing and evaluating AIG systems.

3.2 Existing German MCRC datasets

To my knowledge, no originally German MCRC datasets have been published in NLP
literature (excluding automatically or manually translated datasets). As mentioned in
Section 3.1.3, a span-based MRC dataset exists with GermanQuAD, and theoretically,
distractors could be added by automatic or manual means. However, since the key is
always an exact substring of the text, it would be very difficult to write distractors that

are not easily detected by looking for matching substrings in the text.

The two public multilingual datasets including texts and manually written multiple-

choice items in German are Belebele and QA4MRE!. Belebele| was created based on a

pre-existing multilingual dataset for machine translation FLoRes-200 (NLLB Team et al.,
2022). The texts in QA4MRE are TED talks and manually translated English web pages.
Both datasets are explicitly designed for MRC and not piloted with human test-takers.

Bandarkar et al(2023) only reported expert performance on a subset of the items in the

English part of Belebele with a response accuracy 97.6%. A more detailed comparison

of the two datasets will be given in Section 3.3.3.

3.3 DWLG: a new German MCRC dataset

As a contribution to the issue of data scarcity in German, I present a new dataset called
DWLG (Deutsche Welle — Learn German) containing human-written German multiple-
choice items designed for human reading comprehension. It is based on texts and items
from online German language courses which, to my knowledge, have not been exploited

for item generation or evaluation to this date.
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3.3.1 Data source

The data originate from the website DW Learn German (Deutsche Welle, |2023), which

offers free online courses in the German language. Deutsche Welle (DW) is a German

state-owned broadcasting company funded by tax revenue. Its main purpose is to of-
fer radio and television broadcasting in German and other languages for audiences in
foreign countries. The law about its statutory mission states that it should “promote
understanding of Germany as an independent nation with its roots in European culture
and as a liberal, democratic, constitutional state based on the rule of law” (Deutsche-
Welle-Gesetz*; translation cited from Deutsche Welle, |2008), and mentions that the Ger-

man language should be promoted in particular. In line with this mission statement, the
courses on DW Learn German are targeted at foreign or second language learners at all

levels and frequently feature cultural topics, as well as German and European news.

The texts and items included in DWLG are taken from the Top-Thema course. In ev-
ery lesson, this course features a short news article (in spoken and written form) about
current events and topics at level B1 according to the Common European Framework of
Reference for Languages (CEFR), and interactive exercises testing comprehension, vo-
cabulary, and grammar. Each text is based on and linked with an original news article
published by DW, summarized and simplified to match the B1 level. The material has
been developed since 2018, with new lessons being added twice per week. Figure 3.1

shows an example of an exercise item on the website.

3.3.2 Scraping and preprocessing

The DW Learn German website uses an undocumented GraphQL application program-
ming interface (API), which can be reverse-engineered to fetch content in a JSON for-
mat. However, the site uses persisted queries, meaning that the full GraphQL queries
are stored server-side and referenced from the client with hashes, which appear to be
invalidated from time to time. Therefore, I used Selenium’® to automatically render a les-
son page in a headless browser and scraped the query hashes from the rendered HTML

elements.

I extracted the article text and the exercises for each lesson from the API responses,
and filtered the exercises to only include multiple-choice items. These items frequently

include questions that do not refer to the content of the text, but test grammar or vo-

2Gesetz iiber die Rundfunkanstalt des Bundesrechts “Deutsche Welle”, 14 September 2021: |https://www.
| gesetze-im-internet.de/dwg/BJNR309410997 html]|

3|https:/ / www.selenium.dev/l
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Neues Gesetz fiir auslandische Fachkrifte

02:40

174

‘Wovon handelt der Text?

Hor dir das Audio an. Was ist richtig? Wahl aus.

Manuskript ~

In dem Text geht es um ein neues Gesetz, es Nicht-EU-Biirgern erlaubt, in
das... Deutschland in ihrem Beruf zu arbeiten.

es nur noch EU-Biirgern erlaubt, sich in
Deutschland auf Jobs zu bewerben.

, dass.
nicht langer als zwei Jahre in Deutschland
arbeiten dirfen.

0von 1 Aufgaben geldst. 0 erhaltene Punkte.

174

Figure 3.1: Screenshot of a multiple-choice comprehension item on DW Learn German.
An audio recording of the text can be played by clicking on the play button,
and the transcript is shown when clicking on Manuskript. Link to page:
//learngerman.dw.com/de/wovon-handelt-der-text/1-52650096/e-61598476
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Feature DWLG Belebele QA4MRE
Text length/linguistic unit Short documents Paragraphs Long documents
Text source/genre/domain News Wiki TED talks, web
Text difficulty B1 — —
Item type
Question type Natural, cloze Natural Natural
Answer type Multiple-choice ~ Multiple-choice Multiple-choice
Answer source Free-form Free-form Free-form
Item source Experts (?) Experts Experts
Item difficulty/skill — — —
Language German Multilingual Multilingual
Purposes L2 learning MRC MRC

Table 3.1: Dataset characteristics of DWLG compared to Belebele and QA4MRE. A dash
(—) indicates that the feature is unspecified or not applicable for that dataset.

cabulary (e.g., Which of the following words means ‘to repair a piece of art’?) and are
not suitable for testing reading comprehension. Manual inspection showed that the first
three multiple-choice items consistently contain questions about the text, therefore I

only included those.

Preprocessing involved removing HTML tags from the texts, inserting double newlines
at paragraph boundaries (keeping the title as a paragraph), and replacing gaps in cloze-

style stems with three underscores.

The scraping and preprocessing scripts are available on GitHub* and the complete con-

tainerized pipeline on DockerHub”.

3.3.3 Characteristics and statistics

Table 3.1 characterizes the DWLG dataset according to the taxonomy defined in Sec-
tion 3.1, and Table 3.2/ compares basic statistics with the German parts of Belebele and
QA4MRE. In terms of size, DWLG is comparable to Belebele, but it contains more items
per text. It also differs in that it was designed for language learning and not for MRC.
This could mean that, although all three were designed for low-stakes testing, DWLG is

less focused on test validity and more on the educational value of the items.

“https://github.com/saeub/ dwlg|
Shttps://hub.docker.com/r/saeub/ dwlgl
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# Answers Text  Stem Answer

# Texts # Items peritem length length length

DWLG 454 1361 3 327 8 10
Belebele 488 900 4 88 12 3
QA4MRE 28 280 5 1916 11 4

Table 3.2: Median numbers and lengths for texts, items, and answer options in DWLG
compared to Belebele and QA4MRE. Lengths are the number of tokens. Num-
bers are calculated based on the dataset downloaded on May 10, 2023.

In DWLG, most items have three answer options (only five have more than three), while
Belebele consistently has four answer options per item, and QA4MRE consistently has
five. Another important difference is that in about 66% of the DWLG items, the test-taker
is allowed to select multiple answer options, and in 47% of all items, multiple answer
options are correct. In Belebele, QA4MRE, and most other multiple-choice datasets, only
one answer option is correct. On the one hand, this limits the comparability of MRC
performance metrics between the datasets, on the other hand, this potentially increases
the information per item in DWLG (see Section 2.4), as it essentially turns an item with

three answer options into three items with two answer options (true and false) each.

3.3.3.1 Readability

As mentioned in Section 3.3.1, the DW Learn German website claims that the texts in
DWLG are at CEFR level B1. Figure 3.2 shows how this manifests itself in surface-level
readability metrics. Flesch reading ease is calculated based on the numbers of sentences,
words, and syllables in a text, and a low reading ease corresponds to high difficulty
(Fleschl 1948; /Amstad, [1978). The texts in DWLG have an average reading ease of 55.3
(“fairly difficult”), compared to 44.6 for Belebele and 46.1 for QA4AMRE (“difficult”).

3.3.3.2 Question types

Question types in DWLG are less consistent than in most existing datasets. As can be
seen from Figure 3.3, the majority of items are cloze-style, where the stem is an incom-
plete sentence with a gap at the end and the answer options are continuations. In this
respect, DWLG is similar to the RACE dataset. Very few examples in this style also exist
in QA4MRE, and none exist in Belebele. A possible reason for this is that it is difficult
to create cloze-style items that are translatable across many languages in multilingually

parallel datasets (see Section 3.1.3).
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120 DWLG
Belebele
100 QA4MRE
80
€
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0 el B
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Flesch reading ease

Figure 3.2: Readability of texts in DWLG compared to Belebele and QA4MRE. Flesch
reading ease was calculated based on the parameters for German determined

by (1978) using the Python package textstat.

Excluding items whose stems are not clearly marked as questions with a question mark,
the distribution of question words are also remarkably different across the three datasets
(Figure 3.3). While the question word what (including German pronominal adverbs such
as wofiir ‘for what’, woriiber ‘about what’, etc.) is by far the most common in DWLG,
question words in QA4MRE are much more evenly distributed. This can be attributed
to the item creation process for QA4MRE, where the authors defined several semantic

question targets such as location (where?), number (how many?), or person (who?), and

aimed for an even distribution of them for each text (Penas et al.,2012). The annotation

guidelines for Belebele did not include such criteria (Bandarkar et all 2023).

3.4 Limitations

Although the items in DWLG were specifically designed for a relatively well-defined
population of human test-takers (unlike Belebele and QA4MRE), the test items were
likely not piloted or systematically reviewed, since they are low-stakes and mainly for
educational support. This may negatively impact quality, for example in terms of guess-

ability and answerability. I will investigate this in more detail in Chapter 4.
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26.5% which

other
0.4% 60.3% what
39.1% what
25.0% what

Figure 3.3: Distribution of question types in DWLG and of question words (translated
from German) in DWLG, Belebele, and QA4MRE.

DWLG Belebele QA4MRE
] ] ]
[ 1 [ 1 [ 1
0.2% (other) 0.4% (other) 2.3% (other)
0.2% when
4.7% wh A
0.5% where o when 1:9% when
2.0% who 4.3% where 3.4% where
6.4% why 3.0% who
9.6% who
7.4% how 2.1% why 19.7% why
[ 5.2% how
22.9% which
cloze — question 18.2% how
69.8% 29.8%
34.6% which

In addition, the audio recording is much more prominently presented on the website,
and the transcript is hidden by default (see Figure 3.1). This could mean that the items
are designed to test listening rather than reading comprehension. Previous work has
suggested that if the same item is administered in a listening test instead of a reading
test, it differs mainly in its difficulty (Larsen and Feder} |1940).

Finally, DW as the copyright holder of the material has currently not licensed the dataset
for redistribution. The ability to publish this dataset for research purposes would be
helpful for advancing German NLP, since high-quality human-generated data is still rare

in this language.

3.5 Summary

The first part of this chapter provided an overview of how currently available machine
reading comprehension (MRC) datasets differ from each other, categorizing them by
the types of texts and items in those datasets, as well as in terms of languages and the
purposes for which they were created. These properties can have an effect on the quality
of the test items, and not all MRC datasets would also be suited for testing human reading

comprehension. Compared to English, only little data is available in other languages.
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For multiple-choice reading comprehension (MCRC), I identified two relatively small

multilingual datasets that also contain German items (Belebele and QA4MRE).

The second part introduced DWLG as a newly compiled dataset of German MCRC items.
The texts in DWLG are simplified news articles from Deutsche Welle (DW), and the items
were written for second language learners. Compared to Belebele and QA4MRE, the
texts are more readable, and the multiple-choice items have a slightly different format.
Most importantly, most items only have three answer options, and several answer op-

tions can be correct.
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In this chapter, I will present an experiment to test the ability of state-of-the-art large
language models (LLMs) to generate German multiple-choice reading comprehension
(MCRC) items for texts in the DWLG dataset. The purpose of this experiment was to get
an idea of the baseline performance of both proprietary and open-source LLMs without
additional task-specific training data. This setting is especially relevant for German,
where data scarcity is a problem. To measure performance, I conducted a small-scale
human evaluation study, collecting both subjective quality ratings and item responses
for estimating guessability, answerability, and text informativity (see Sections 2.2.3,2.2.4
and 2.5).

The research question guiding this experiment is: How good are large language models
at generating German multiple-choice reading comprehension items for given texts in a

zero-shot setting?

4.1 Related work

4.1.1 Zero-shot capabilities of LLMs

In recent years, the ability of pre-trained language models to solve tasks solely based on
a natural language instruction and without having been shown any training examples
was recognized as an emergent capability in LLMs| (Wei et al. [2022). Wei et al.|(2021)

showed that this capability can be improved by fine-tuning the model on instructions

for a variety of tasks, and (Ouyang et al| (2022) further enhanced this approach using

reinforcement learning from human feedback, aligning LLMs with user intents for chat

bot applications. Kojima et al.| (2022) found that chain-of-thought prompting can be used

to further improve zero-shot generation for tasks involving complex reasoning.

Recent instruction-tuned LLMs such as GPT-4 (OpenAl, [2023), Llama 2 (Touvron et al.,
2023), and Claude 2 (Anthropic, 2023) have been shown to be highly performant in zero-

shot settings across various language understanding and generation tasks, in some cases

even surpassing task-specifically trained models (Shaham et al.,[2023;|Zhang et al.| 2023}
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Karpinska and Iyyer, 2023).

4.1.2 Automatic item generation

The idea of automatically generating test items has a long history in educational and

psychological assessment (Haladynal 2013). In these fields, there is a strong interest in

maintaining the validity of generated test items without having to run trials with every
new set of items. As a result, the most commonly applied approaches are rule-based
and make use of manually written templates, which purposefully restrict the diversity
of the generated items (Lai and Gierl, 2013} |Circi et al., 2023). Because of these restric-

tions, reading comprehension items generated with these approaches tend to only target
recall and lexical knowledge, rather than higher-level inferential comprehension skills
(Haladyna, 2013} Lai and Gierl, [2013).

In natural language processing (NLP), automatic item generation (AIG) is a less well-
known task, often termed question generation (Das et al., [2021;|CH and Sahal 2020) and

considered the counterpart to question answering (QA) or machine reading compre-
hension (MRC). The earliest MCRC item generation systems were pipelines of mostly
rule-based components, typically starting by selecting a sentence from the text to gen-
erate a question for, followed by the generation of the question and correct answer, and
finally a distractor generation step (Mitkov et al., 2006, |Aldabe and Maritxalar, |2010;
Papasalouros et al., [2008; Singh Bhatia et al.,[2013;|Majumder and Sahal 2014} [2015).

The introduction of the SQuAD) dataset (Rajpurkar et al[2016,[2018) has lead to a series

of works on span-based answer-aware question generation, where the text and an an-

swer span is given as input and the goal is to generate a corresponding question. Several

of these approaches rely on recurrent neural networks (Yuan et al.,[2017; Du et al}, 2017}

Zhou et all|2017;|Gao et al.,|2019), and more recently on pre-trained transformer models
(most commonly, T5 (Raffel et al.,[2020);|Gao et al.|2019; Lopez et al., 2020; Berger et al.,
[2022; Rathod et all|2022;|Ghanem et al. 2022; Uto et al., 2023} Fung et al., 2023). Among
these, some have also studied how to enforce certain properties in the generated ques-
tions: [Gao et al. (2019), Ghanem et al./(2022), [Uto et al|(2023), and Wang et al.|(2023a)
focused on controlling the difficulty or required skill of the generated items, Rathod!
generated multiple diverse questions from the same text, and Fei et al/(2022)

investigated controlled generation of multi-hop questions.

For MCRC, most research is based on the RACE dataset (Lai et al.,[2017). While some ap-

proaches separate the task into two steps of generating question-answer pairs and gen-

erating distractors (Rodriguez-Torrealba et al.,2022; [Maurya and Desarkar, 2020; Shuai
let al.,[2021}2022} Xie et al.,[2022), end-to-end approaches also exist (Jia et al.,|2020; Raina)
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land Gales| 2022} Dijkstra et al/, [2022; Kalpakchi and Boye, 2023alb). Most recent works
apply fine-tuning to language models like T5 or GPT-3 on the RACE dataset
[Torrealba et all 2022; Xie et al.,2022; Raina and Gales| [2022; Dijkstra et al. |[2022). Some
have also investigated zero-shot and few-shot generation with GPT-3 or ChatGPT with

promising results, also for languages other than English (Attali et al. [2022; Raina and|
\Gales, [2022; Kalpakchi and Boye) 2023alb).

For generating reading comprehension questions in German, only very little preliminary
work has been done. used a rule-based approach for generating open-
ended questions,De Kuthy et al[(2020) trained a recurrent encoder-decoder architecture
on the resulting synthetic data, and experimented with fine-tuning mT5
(Xue et al.;2021) on GermanQuAD| (Moller et al.|[2021) and machine translated SQUAD.

|Gt et al|(2011) also described a system for generating various types of reading compre-

hension items, but did not specify their methods in detail. To my knowledge, this chapter
presents the first evaluation of LLMs| generating German reading comprehension items

in a zero-shot setting.

4.1.3 Human evaluation of generated items

In classical (i.e., template-based) AIG, the evaluation of generated items is focused on

two methods: manual review by test developers (also called subject matter experts) and

piloting with test-takers (Circi et al.|[2023). Expert reviews can include checking the logic

and content of the templates and the plausibility of distractors, and rating the quality

of generated items (Gierl et al 2021, p. 120-143). Piloting involves collecting item re-

sponses from a sufficiently large sample of representative test-takers (usually between
30 and several hundreds), followed by statistical analyses to determine item characteris-

tics such as difficulty and discrimination through item response theory (IRT) or classical

test theory (CTT) 2020).

In NLP research, human evaluation mainly focuses on quality ratings by experts or
crowdworkers. The categories evaluated and the type of scale used varies widely be-
tween works. The most commonly included categories are fluency and relevance
let al.| [2019; [Uto et al.l [2023} [Fei et al., [2022} |[Ghanem et all[2022; [Shuai et all [2021] [2022}
Xie et al}[2022;Jia et al.,[2020), followed by item characteristics like difficulty or answer-
ability (Gao et al.|[2019; [Uto et al|[2023; Du et al., 2017; Rodriguez-Torrealba et al., [2022;
\Ghanem et al. [2022; [Jia et al.| 2020). Depending on the task, ratings for more specific
requirements like multi-hop complexity 2022), distractor plausibility
land Desarkar, 2020; |Shuai et al., [2022) or diversity (Xie et all2022) are included. Some

works use a rating scale for general item quality (Zhou et al.||2017; Rodriguez-Torrealba)
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et all 2022).

|Attali et al.| (2022) is a notable exception where a more elaborate approach was used to

evaluate NLP-based AIG. They conducted expert reviews and a large-scale pilot study,
collecting millions of responses to over 5000 items and using CTT to determine difficulty
and discrimination, as well as analyzing response time. However, this was only possible
because the pilot was administered through Duolingo, a free language learning app with

millions of active users that also offers paid language tests.

4.2 Task description

The item generation task can be framed as follows: Given a text T and a language model
Mgen, generate n MCRC items with m answer options each, including a corresponding
label for each answer option indicating whether it is correct or incorrect. Any number

of answer options may be correct.

There are two reasons to generate n items at once instead of sampling for a single item
multiple times. First, the items need to be sufficiently different from each other. When
sampling multiple items independently, the model will likely generate items that refer
to the same information in T. Second, without sampling, the output is deterministically

conditioned on the input, which simplifies reproducing the results.

In the present experiment, n and m are both fixed to 3, in order to be comparable to the

human-written items in DWLG.

4.3 Experimental setup

4.3.1 Data

This experiment uses texts and items from DWLG. In order to keep the results compa-
rable between the experiments in Chapters 4 to 6, I randomly sampled 50 lessons (i.e., 50
texts with a total of 150 corresponding items) from the dataset to use as a test set. The

remaining 404 lessons will be used for fine-tuning in Chapter 6.
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4.3.2 Models

I chose two state-of-the-art LLMs| for generating items. Both are transformer-based au-
toregressive language models predicting the next token based on unidirectional context
(i-e., generating text from left to right). To facilitate zero-shot prompting, the models are

already instruction-tuned and optimized for a chat environment.

Llama 2 is a family of open-source LLMs developed by Meta (Touvron et al} 2023). I

chose to use the largest model size (70 billion parameters) in the experiments to opti-
mize performance. The models were pre-trained on 2 trillion tokens of publicly available
data. The training data is highly English-centric, with almost 90% English and only 0.17%
German (around 3.4 billion tokens). This limits its German language understanding and
generation capabilities, but my own preliminary tests showed that it is still more promis-
ing than smaller models with larger amounts of German training data such as Falcon
40B (Almazrouei et all [2023). I used the checkpoint L1ama-2-70b-chat-hf on Hug-
ging Face (published in July 2023; pre-training knowledge cutoff September 2022) for all

experiments in this thesis.

GPT-4 is a proprietary LLM developed by OpenAl 2023). No details on the ar-
chitecture, model size, training data, pre-training and fine-tuning are published. OpenAl
reported human-level performance on academic exams for a wide range of subjects,
showing that it has state-of-the-art natural language understanding capabilities and ex-
tensive world knowledge. The model supports multimodal input, but this experiment
only uses text as input. GPT-4 can only be accessed via a web [application programming
interface (API), and the information returned is very limited. For example, at the time of
writing, it is not possible to obtain probability distributions for tokens output by GPT-4.
An additional limitation is reproducibility: The models offered through the OpenAI API
are continuously updated, and older checkpoints become invalidated after a period of
time. I used the snapshot gpt-4-0613 (published in June 2023, pre-training knowledge
cutoff September 2021).

4.3.3 Prompting

To elicit items through zero-shot generation, I manually created a prompt template that
could be used for both Llama 2 and GPT-4 (shown in Table 4.1). The goal was to produce
output in a consistent format and containing all the required information. The prompt

also hints at the guessability criterion, by asking for plausible distractors.

Chat-optimized models are fine-tuned on conversations, where user messages and sys-

tem messages alternate and are separated by special tokens. Both Llama 2 and GPT-4
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German English

Text: Text:

(7] [T]

Schreibe [n] Multiple-Choice- Write [n] multiple-choice compre-

Verstandnisfragen zum Text oben, in
deutscher Sprache. Jede Frage soll [m]
Antwortmoglichkeiten haben. Schreibe
hinter jede Antwort in Klammern, ob sie
richtig oder falsch ist. Zwischen 0 und
[m]
Die falschen Antworten sollten plausibel
sein, wenn man den Text nicht gelesen

Antworten konnen richtig sein.

hension questions about the text above,
in German language. Each question
should have [m] answer options. After
each answer, write whether it is correct
or incorrect in parentheses. Between 0
and [m] answers can be correct. The

incorrect answers should be plausible,
not having read the text.

hat.

Table 4.1: The German prompt template for item generation and a translation into En-
glish. In the text T, headings and paragraphs were separated by a newline
character. n and m were both fixed to 3.

also allow providing a system instruction before the conversation, which can contain
information about the persona the system should take on in its responses. In the present
experiment, the prompt was given to the model as the first user message, without pro-
viding a system instruction. The system response was generated using greedy decoding

(i-e., no sampling and no beam search).

For generating with Llama 2, I loaded the model parameters in 16-bit floating point pre-
cision (torch. float16). Inference was performed on five NVIDIA V100 GPUs with 32

GB of memory each.

4.3.4 Postprocessing

Inspecting the output from both models, several issues became apparent. In general,
GPT-4 generated output in a much more consistent way and followed formatting in-
structions more precisely than Llama 2. As a result, parsing the items took more effort
for the latter.

Llama 2 did not always produce German output and frequently switched to English,

sometimes mid-sentence. Making the desired language explicit in the prompt did not
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fully prevent this behavior. Therefore, I used the Python package lingua' for language
identification and rejected outputs where fewer than 80% of the lines were identified as
German. In those cases, I regenerated the output with a sampling temperature of 0.5

until a German output was produced.

In cases where Llama 2 generated more than three items (i.e., the end-of-sequence token
was produced too late or not at all), I only kept the first three items. For the number of

answer options, this was not an issue.

4.3.5 Human evaluation

To compare the quality of the generated items, I randomly selected ten texts and cor-
responding human-written and generated items (a total of 90 items) from the test set
for human evaluation. I collected three different types of annotations from six human

annotators:

+ Quality ratings: Rating the general quality of the items on a 5-point scale.

« Item responses: Responding to the items in two different settings: (1) while see-
ing the text (as in a typical multiple-choice test), and (2) without seeing the text

(i.e. guessing the correct answers).

« Answer clarity: Marking answer options for which it is unclear whether it is

correct or incorrect.

This allowed me to compare items generated by Llama 2 and GPT-4 to human-written
items in terms of subjective (non-expert) perception of quality and in terms of item char-
acteristics estimated from response behavior. For the latter, I focused on guessability and

answerability.

4.3.5.1 Estimating guessability, answerability, and text informativity

As mentioned in Section 2.6, applying IRT for evaluating item characteristics would re-
quire trials with large numbers of representative test-takers. This is not feasible for
small-scale NLP experiments. For this reason, I propose a shortcut method for estimat-
ing system-level guessability and answerability with fewer annotators, by calculating
response accuracies achieved by highly proficient test-takers with and without looking
at the text.

https://pypi.org/project/lingua-language-detector/
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As demonstrated in Section 2.2, the item response curve (IRC) flattens out when the pro-
ficiency of the test-taker is much higher than the difficulty of the item. In other words, if
the item is much too easy for the test-taker, their probability of responding correctly ap-
proximates the answerability parameter of that item under the assumptions of the four-
parameter logistic model (4PLM). Using the responses from only six test-takers leads to
an imprecise estimate of item-level answerability, but it should be good enough for esti-
mating system-level answerability by averaging response accuracies across many items

generated by the same model.

In order to apply the same principle to estimate guessability, we can exploit a special
property of reading comprehension items: All of the required evidence for sucessfully
answering questions should come from the text, and the proficiency of the test-takers
corresponds to their ability to extract this evidence from the text. Therefore, by hiding
the text from test-takers and letting them guess solely based on prior world knowledge,
we can essentially reduce their proficiency to a minimum (i.e., negative infinity)* and

measure their response accuracy to get an estimate of guessability.

After obtaining guessability and answerability estimates, text informativity can simply

be calculated as the difference between the two (see Section 2.5).

4.3.5.2 Annotators

The most important requirement for the approach described in the previous section is
that the test-takers must be highly proficient in comparison to the difficulty of the items.
To achieve this, I recruited six native German speakers from Switzerland who are univer-
sity students or recent graduates. Considering that the lessons in DWLG are targeted at
B1-level German speakers, it is safe to assume that the annotators’ proficiency is higher
than the difficulty of the items. All annotators took part on a voluntary basis and without

monetary compensation.

4.3.5.3 Design and procedure

Each annotator read all ten texts, and for each text they responded to human-written
and generated comprehension items in two settings: First without seeing the text, and
second while seeing the text. For each text, the two settings were presented immediately

after each other.

This assumes that guessability is an inherent property of an item, and that the test-taker’s language
proficiency does not help them to respond correctly. For reading comprehension items, this is most
certainly not true, since understanding the stem and answer options themselves already require a
certain level of proficiency. However, I stick to this assumption here due to its prevalence in IRT.
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In the first setting (without text), annotators saw items from only one source (human,
GPT-4, or Llama 2), with the instruction to select the correct answer options without
seeing the text. Annotators were allowed to select multiple answer options for all items.
After submitting their responses, in the second setting (with text), the text was shown
to them, and at the same time the items from all sources (including the items they had
already responded to before). The reason for including items from only a single source
in the first setting is that items from different sources would frequently interfere with
each other. For example, if two systems generated a similar stem (e.g., How many people
were at the event?) but with different sets of answer options (e.g., A: 100, B: 200, C: 500
vs. A: 200, B: 300, C: 400), the correct answer option could be easily guessable by looking
at the intersection of the two sets. In the second setting, I assumed that the evidence
from the text is strong enough that this effect is negligible. Figure 4.1 compares the two

settings in terms of how the annotators were able to gather evidence for their responses.

In addition to responses to the items themselves, annotators marked answer options in
the second setting to which they could not respond with confidence as unclear. Annota-
tors were also asked to rate each item’s quality on a scale from 1 (unusable) to 5 (perfect).

The following criteria were listed for what constitutes a high-quality item:

+ The item refers to the content of the text.

+ The item is comprehensible and grammatically correct.

+ The item is unambiguously answerable.

+ The item is answerable without additional world knowledge.

« The item is only answerable after reading the text (not through world knowledge

alone).

After submitting their responses in the second setting, annotators could see how many
items they answered correctly, and a leaderboard showed how they were performing in
comparison to other annotators. The purpose of this gamification was only to motivate
the annotators, and I did not use these results in the analysis. The annotation then
continued with the next text. The order of the texts, the sources of the items in the
first setting, and the order of the items and answer options were randomized across
annotators. The annotators were not informed which items were human-written or

generated.

The user interface for the annotation was a web application implemented using Django®
and Bootstrap* (refer to Appendix A for screenshots). Annotators were free to use a

desktop or mobile device.

3https://WWW.djangoproject.com/l

4

https:// getbootstrap.com/l
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Setting with text: Text

Prior knowledge H

Other items from same source

Other items from different source

Other answer options

Setting without text: Text

Other items from same source

Prior knowledge ———»( Response

Other items from different source

Other answer options

Figure 4.1: Sources of evidence for responding to comprehension items in the human
evaluation. In the setting with text, when deciding whether a specific answer
option is correct or incorrect, annotators were able to consult the text, their
own prior knowledge, other answer options in the same item, and other items
from the same or different sources. In the setting without the text, only items
from a single source were shown, and the text was hidden.
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Figure 4.2: Statistics on item lengths and the number of correct answers in human-
written and generated items. Numbers are based on the test set of 50 texts
with three items each.

4.4 Results

4.4.1 Surface-level features of generated items

While about 70% of human-written items in DWLG have cloze-style stems (see Fig-
ure 3.3), Llama 2 and GPT-4 exclusively generated items with regular questions as stems.
Statistics on item lengths and the number of correct answer options are shown in Fig-
ure 4.2. The LLMs tended to generate items with longer stems and shorter answer op-
tions, and almost exclusively produced items with a single correct answer option. These
characteristics of the generated items are similar to those of datasets such as Belebele
(Bandarkar et al.,|2023) or QA4AMRE| (Penas et al.,|2011}[2012) (see Section 3.3.3).
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4.4.2 Item responses

The human evaluation resulted in a total of 555 binary responses (one per answer option
and annotator) in the setting without text and 1638 in the setting with text. Average
response accuracies with and without seeing the text are visualized in Figure 4.3 and
reported in Table 4.2. Since each item could have any number of correct answer options,
I calculated response accuracy on the level of answer options. Therefore, an ideal item
would have a response accuracy of 50% without the text and 100% with the text, resulting
in a text informativity of 50%. In Figure 4.3, the two connected points denote guessability
(without text) and answerability (with text), while text informativity is represented by

the length of the line connecting the two points.

Based on the results, the human items in the evaluation were the least guessable, while
items generated by GPT-4 were the most guessable. Llama 2 generated the least answer-
able and GPT-4 the most answerable items. In terms of text informativity, human-written
items performed best, followed by GPT-4.
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Figure 4.3: Mean response accuracy with and without text for human-written and gener-
ated items. Accuracies are on the level of answer options, therefore random
guessing is at 50%. Means are based on 10 texts and around 185 responses
without text and around 546 responses with text. Error bars are bootstrapped
95% confidence intervals.
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Item source (M) Guessability |  Answerability T Text informativity T

Human 0.597 0.891 0.294
Llama 2 0.672 0.859 0.187
GPT-4 0.717 0.976 0.259

Table 4.2: Mean response accuracy with and without text for human-written and gener-
ated items, and their difference.
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Item source (Mgen) Item source (Mgen)
(a) Rating counts for human-written and gener- (b) Ratio of answer options marked as un-
ated items. The best rating level is 5 (perfect), clear in human-written and generated
the worst is 1 (unusable). items. Error bars are bootstrapped 95%

confidence intervals.

Figure 4.4: Quality ratings and unclear answer-options in human-written and generated
items.

4.4.3 Quality ratings

All 90 items were rated by all six annotators, resulting in a total of 540 rating responses.
Additionally, in 119 out of 1638 cases, an answer option was marked as unclear. Results

from both are visualized in Figure 4.4 for each item source.

GPT-4 received the highest number of perfect ratings (84/180 = 47%), while Llama 2
received the highest number of unusable ratings (11/180 = 6%). Interestingly, it appears
that items generated by GPT-4 were perceived as being of higher quality than human-
written items. GPT-4 is also by far the best-performing model in terms of the number of

unclear answer options.

To support the interpretation of these results, Figure 4.5 shows how they relate to re-
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Figure 4.5: Relation of quality ratings with response accuracy and unclear answer op-
tions.

sponse accuracies and the ratio of answer options that were marked as unclear. We can
see from that items with higher ratings also tend to exhibit higher answerability and
fewer unclear answer options. In Figure 4.5a, at rating level 3 and upwards, both an-
swerability and guessability increase, meaning that text informativity remains roughly
constant. This suggests that the annotators prioritized answerability over guessability

when rating the quality of the items.

4.4.4 Qualitative analysis

Figure 4.6 shows examples of human-written and generated items from the test set and
the corresponding response accuracies. We can see that items that ask about definitions
or facts about the real world (H1, G1, L1) tend to be highly guessable, while items that
explicitly refer to the text (H2, G2) have guessing accuracies close to 50%.

Based on a manual error analysis of all items that were answered incorrectly by the ma-
jority of annotators, I identified three common reasons for why items are unanswerable,

listed here in descending order of frequency:

+ Wrong label: The model generated the wrong correct/incorrect label for one or
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more answer options. This occurred especially when none of the answer options

are correct, but the model still produced the label correct for one of them.

Example (generated by Llama 2):

Text excerpt:
[...] Die Musikwissenschaftlerin Marina Schwarz meint dazu: ,Das ist Teil der immer
noch patriarchalischen Gesellschaft, in der wir leben.” Offenbar finden auch viele Frau-

en, die in dieser Gesellschaft aufgewachsen sind, solche Texte normal. [...]

Item:

Was ist laut Text Marina Schwarz’ Meinung zu sexistischen Texten im Schlager?
v Sie findet sie inakzeptabel. [should be X]

X Sie findet sie normal, weil es Teil der patriarchalischen Gesellschaft ist.

X Sie findet sie nicht sexistisch, sondern nur humorvoll.

« Unclear answer options: The item is phrased in a way that leaves room for inter-
pretation. In particular, some answer options strongly paraphrase the information
from the text, such that not all annotators may agree that they still bear the same

meaning.

Example (human-written):

Text excerpt:

[...] Fiir viele Deutsche zdhlt beim Kiosk eher die Atmosphdre — besonders in der war-

men Jahreszeit. |[...]

Item:

Viele Menschen kaufen Alkohol am Kiosk, weil ...

v  er dort billiger ist als in Bars und Kneipen.
v sie die schone Stimmung vor Ort mogen. [unclear if v or X]

v sie auf dem Weg zu einer Party etwas trinken mochten.

« Insufficient evidence: The text does not provide the necessary evidence to decide
whether an answer option is correct or incorrect. Sometimes, these items are still

answerable based on world knowledge. See L2 in Figure 4.6 for an example.
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It appears that Llama 2 is more prone to generate unanswerable questions. However,
examples of all of the issues above can also be found in human-written items. These

observations support the quantitative results.

4.5 Discussion

4.5.1 Item quality

Overall, the quality ratings from the human evaluation suggest that off-the-shelf instruc-
tion-tuned language models are capable of producing good MCRC | items in a zero-shot
setting: For both models, more than half of the generated items were rated 4 (good) or 5
perfect, and less than 10% of the answer options were marked as unclear (see Figure 4.4).
Notably, GPT-4 received better ratings than the human-written items, and the response
accuracies as well as the qualitative error analysis confirm that items generated by GPT-
4 contain fewer issues regarding answerability than those in the original DWLG dataset.
However, we can see from Figure 4.3 that GPT-4 trades answerability for guessability,
generating more items that can be answered solely based on world knowledge. The text
informativity metric reflects this trade-off and shows that GPT-4 does not outperform

humans in this respect.

Llama 2 performs significantly worse based on ratings, answerability and guessability.
Reasons for this may be the (supposedly) smaller number of model parameters, the low
proportion of German in the training data, and less effective instruction tuning, which

also manifested itself in the lack of consistency in the output format.

Another important finding is that the data quality in DWLG appears to be suboptimal,
with a relatively large number of unanswerable questions. This can certainly be at-
tributed to the fact that the items were not developed for high- or even low-stakes testing
but as educational material for language learners. Nevertheless, it is still a competitive

human baseline dataset in terms of text informativity.

4.5.2 Evaluation methodology

From a methodological point of view, measuring guessability in the here proposed way
is perhaps the less controversial part of the evaluation protocol. While previous work

has used responses from humans or machine learning models to evaluate guessability

(Berzak et al. 2020; Raina et al [2023a)), directly measuring answerability in a similar

way is not commonly done, and to my knowledge, this is the first study proposing the
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Karneval - ein Fest mit langer Tradition

Jedes Fahr feiern Millionen Menschen auf der Welt in bunten Kostiimen Karneval. An den ,tollen Tagen*
ist fast alles erlaubt, was Spaf3 macht. Die geschichtlichen Urspriinge des Fests haben dagegen viel mit Religion
zu tun.

Im Februar fangen sie wieder an, die ,tollen Tage“im Karneval. Besonders im Rheinland sind die Straflen
voll mit kostiimierten Menschen, die tanzen, singen und feiern — auch und gerade dann, wenn es in der Welt
Krieg, Krankheiten und Krisen gibt. Fiir Christoph Kuckelkorn, den Prdsidenten des Festkomitees Kolner Kar-
neval, ist der Karneval ,eine Stiitze in schwierigen Zeiten, eine Auszeit von den Problemen des Alltags®. Aber
seit wann wird der Karneval eigentlich gefeiert?

Zwar sind die genauen Urspriinge nicht klar. Man weif aber, dass es zum Beispiel in Kéln schon vor 2000
Jahren ein Fest gab, das dem heutigen Karneval dhnelte: In der damals rémischen Stadt feierte man im Winter
die sogenannten ,Saturnalien®, um den Gott Saturn zu ehren. Wie heute wurde viel getrunken und getanzt,
und die Reichen tauschten mit den Sklavinnen und Sklaven die Kleider und bedienten sie sogar. Auch die
Herrscher wurden wdhrend der Saturnalien humorvoll kritisiert.

Dass man sich iiber die Mdchtigen lustig macht, ist im Karneval bis heute so. Die Karnevalshochburgen
am Rhein sind fir ihre ,Biittenreden” bekannt, bei denen ein Redner auf die Bithne kommt und Witze zum
Beispiel iiber Politiker macht. Auch die Wagen auf den Karnevalsumziigen sind oft so geschmiickt, dass sie
politische Botschaften — oder eben Kritik — enthalten. In Kéln tibernimmt sogar das sogenannte Dreigestirn
fiir die Karnevalszeit die Regierung iiber die Jecken.

Karneval in seiner heutigen Form ist aber wahrscheinlich eine Erfindung des frithen Christentums. Fiir die
Kirche war das ndrrische Treiben ein Sinnbild der Siinde. Ein paar Tage lang durfte man ausgelassen feiern
und (fast) alles war erlaubt. Doch nach dem Ende des Karnevals begann eine 40-tdgige Fastenzeit, in der die
Menschen weniger essen und mehr beten mussten. Daher hat der Karneval wohl seinen Namen — wenn man
das Wort aus dem Lateinischen tibersetzt, heifit es: ,Fleisch, leb wohl.*

(H1) Human-written items: (H2)
Die Saturnalien ... In dem Text geht es um ...
X wurden an den langsten Tagen im Jahr X einen Ort in Deutschland, in dem der
gefeiert. (100/100%) Karneval anders gefeiert wird als anderswo.
v/ waren ein Fest, bei dem unfreie Menschen mit (50/100%)
den Herrschern die Rollen wechselten. X einen Kolner Karnevalsverein, den es schon
(50/100%) sehr lange gibt. (0/100%)
v/ fanden unter anderem in der romischen Stadt v die Frage, wie und wann der Karneval
Koln statt. (100/83%) entstanden ist. (50/100%)
(G1) Items generated by GPT-4: (G2)

Was bedeutet der Name ,Karneval“ aus dem
Lateinischen Ubersetzt?

X ,Fest der Freude® (100/100%)
v Fleisch, leb wohl® (100/100%)
X ,Tanz der Narren® (100/100%)
(L1) Items generated

Was passiert nach dem Ende des Karnevals laut

dem Text?

v Es beginnt eine 40-tdgige Fastenzeit. (0/100%)

X Es beginnt eine Zeit der Feierlichkeiten und
des Essens. (0/100%)

X Es gibt keine besonderen Ereignisse oder
Traditionen. (100/100%)

by Llama 2: (L2)

Wieviel Tage dauert die Fastenzeit, die direkt
nach dem Karneval beginnt?

v 40 Tage (100/100%)
X 20 Tage (100/100%)
X 10 Tage (100/100%)

Wo finden die meisten Karnevalsumziige und
-feiern statt?

v In Kéln (50/33%)
X InRom (100/100%)
X In Berlin (100/100%)

Figure 4.6: Examples of generated items and human response accuracies in parenthe-
ses without/with text for each answer option (Nyithout text = 2 Mwithtext = 6)-
Both models and humans produce items which are highly guessable based on
world knowledge (H1, G1, L1). In addition, L1 contains a grammatical error
(Wieviel[e] Tage), and L2 is not answerable based on evidence from the text.
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text informativity metric. Therefore, additional rigor should be imposed on validating

this part of the protocol beyond the theoretical justification given in Section 4.3.5.1.

The item response results for GPT-4 confirm that the low answerability estimates for the
other item sources are not due to careless response behavior. Theoretically, considering
the IRC in the 4PLM as presented in Section 2.3, a low response accuracy with text could
also be due to low discrimination or high difficulty instead of low answerability. How-
ever, low discrimination would still be a sign of poor item quality, and high difficulty is
unlikely, since the texts are at level B1 according to the Common European Framework
of Reference for Languages (CEFR), and the items should not be any less comprehen-
sible than the text (see Section 3.1.1.3). Evaluating difficulty would require collecting

responses from a larger and more diverse sample of test-takers.

Overall, the results in this chapter provide initial evidence for the validity of the text
informativity metric through triangulation with human judgments and qualitative anal-
ysis. Although more data should be collected in future work, I consider it to be reliable

enough in order to apply and explore it further in the experiments in Chapters 5 and 6.

4.5.3 Limitations

The evaluation methodology used in this experiment has several limitations. As already
mentioned in Section 4.3.5.1, due to the small number of annotators, reliably detecting
problems on the level of items or answer options is not plausible. In addition, it was not
possible to prevent items generated by different systems from influencing each other
(see Figure 4.1), as this would further reduce the number of responses. Here, I assumed
that this effect is negligible in the setting with text. In an ideal scenario, a large number
of annotators would respond to single answer options, without seeing the other answer
options or other items, in order to avoid any confounding effects. However, this would
explode the number of texts each annotator would need to read, making this unfeasible
for human evaluation. In Chapter 5, I will show that this limitation can be circumvented

in the automatic evaluation approach.

Another important restriction of the evaluation protocol is that the annotators must be
over-proficient compared to the item difficulty. This is only possible here because of
the justified assumption that the items are designed for language learners and therefore
relatively easy. If this is not the case, a possible approach to overcome this would be to
use majority voting among a group of annotators in order to artificially increase their
proficiency. This approach was also used to estimate human performance in the Super-
GLUE benchmark (Wang et al,, 2019, Appendix C). On the other hand, this also reduces

the sample size, leading to less precise answerability estimates.
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There are also limitations due to the nature of the DWLG dataset. First, since the news
texts are publicly available, some of them (or at least texts about the same topics) are
likely to be part of the training data of the LLMs. As a result, the models may be able to
generate higher-quality items for these texts compared to unseen topics. This test-train
leakage could be avoided by including only recent articles published after the knowledge
cutoff of the LLMs, but then the human evaluation would suffer from biases in turn,
because the annotators are more likely to be familiar with recent events, leading to an

over-estimate of guessability (see Section 3.1.1.2).

Finally, because I used zero-shot generation with a simple instruction prompt, the gen-
erated items deviate quite a bit from the format of the human-written items, limiting
comparability. In particular, Llama 2 and GPT-4 never generated cloze-style items, as
shown in Figure 4.6, and rarely generated items with more than one correct answer op-
tion (about 5%). The latter might mean that it is often obvious from the question that
there can only be one correct answer, which essentially increases random guessing from
50% to 67%. This could explain the high guessibility of items generated by GPT-4 in the
human evaluation. This problem can also be alleviated by only showing a single answer

option at a time.

4.6 Summary

The aim of the experiment in this chapter was to determine the quality of German
multiple-choice reading comprehension items generated by Llama 2 and GPT-4 using
zero-shot prompting. I conducted a human evaluation with six annotators who rated
the items on a general quality scale, marked unclear answer options, and provided item
responses without seeing the text (i.e., guessing) and while seeing the text. System-level
text informativity was estimated by calculating the difference between the response ac-

curacies with and without text.

Overall, the majority of items generated by both models are of acceptable quality. GPT-4
received better ratings than both Llama 2 and human-written items, most likely because
it generated more answerable items. GPT-4 achieved a text informativity of 0.259, clearly
outperforming Llama 2 (0.187), but did not reach human performance (0.294). A quali-

tative error analysis confirmed these results.
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Automatic item generation (AIG) is in dire need of standardized automatic evaluation
metrics that actually reflect item quality. In contrast to the majority of previous work,
Chapter 4 presented an evaluation protocol that does not only take into account the an-
notators’ subjective perception of item quality but also estimates objective guessability
and answerability. In this chapter, I will attempt to automate this procedure by letting
large language models (LLMs) assume the role of annotators, resulting in a protocol for
automatic and reference-free evaluation of (one aspect of) item quality. I will compare
the response behavior between humans and LLMs and show that this approach can be
used to evaluate the quality of human and generated items without the need of reference

items.

The primary research question here is: Can responses by large language models to multiple-

choice reading comprehension items be used to automatically evaluate item quality?

5.1 Related work

5.1.1 Automatic evaluation of generated items

Previous works on AIG and question generation have adopted a variety of metrics for
automatically evaluating output quality. Most commonly, reference-based metrics orig-
inally developed for machine translation or text summarization such as BLEU
2001), ROUGE 2004), METEOR (Banerjee and Lavie| [2005), or BLEURT
are used (Amidei et al} 2018} [Circi et all 2023} Mulla and Gharpurel [2023).

These compare the generated items to one or several human-written references, which

is problematic if the AIG system is free to decide which part of the text it should gener-
ate items for. Therefore, these metrics are mostly applied in answer-aware span-based
question generation (Yuan et al.,2017; Du et al,|2017;|Zhou et al.| [2017; |Gao et al., [2019;
Lopez et all |[2020; Berger et al.| [2022; |(Ghanem et al 2022). Nema and Khapra! (2018)) ex-

tended BLEU with an term calculated based on the recall and precision of content words,

function words, question words, and named entities, which they argue correlate with an-
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swerability. Wang et al,|(2023a) applied this metric for evaluating open-ended question
Gierl et al.|(2021]

p. 138—141) and Rathod et al{(2022) also described evaluation metrics to measure lexical

generation. In addition to measuring the similarity to reference items,

diversity between items, which is desirable when generating multiple items based on

the same context.

Generating multiple-choice items entails the additional challenge of evaluating distrac-
tor quality. For answer-unaware generation of multiple-choice reading comprehension
(MCRC) items, generic reference-based text generation metrics are not suitable, as
rrya and Desarkar|(2020) and Shuai et al[(2022) mention. Still, most authors report BLEU,
ROUGE, and METEOR as automatic evaluation metrics (Maurya and Desarkar, |2020;
Shuai et al} 2021} |2022; Xie et al, |[2022; Dijkstra et al.l |2022). Rodriguez-Torrealba et al,
use cosine similarity to measure distractor diversity. Raina and Gales| (2022) pro-

pose a rather elaborate suite of quality assessments, including rule-based and trained

metrics for grammaticality, answerability, diversity and difficulty. Although they did not
rely on similarity to human-written references, they require several models to be trained
on relatively large amounts of data, and evaluation reliability is likely to be highly de-

pendent on the performance of those models.

5.1.2 Simulating test-takers

Analyzing how human test-takers respond to items plays an essential role in evaluating
item quality 2020). Therefore, a natural step towards automatic evaluation is the

automated generation of human-like responses from artificial models.

Several authors have suggested measuring the performance of machine reading com-
prehension (MRC) models when responding to the generated items, equating high MRC
performance with high answerability (Yuan et al.,|2017;Klein and Nabi, 2019; Shuai et al.,
[2021; [Rathod et al. 2022} Raina and Gales, |2022; Uto et al., [2023). [Yuan et al.| (2017) and
Klein and Nabi| (2019) have even integrated such MRC-based metrics directly into the

training process of AIG models, as a reward for reinforcement learning or in the loss

function for supervised learning. The underlying assumption in these approaches is
that an item is answerable if a MRC|/model can answer it. However, none of the works
above compare the MRC models to human performance or discuss the limitations that
come with this assumption, for example, that it may favor very easy or highly guessable

items.

In a more differentiated approach, Lalor et al. (2019) used a large ensemble of neural net-

works to generate responses to natural language inference and sentiment classification

items and fitted item response theory (IRT) models to estimate the difficulty parame-
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ters of each item. Their results show that the difficulty estimates correlate moderately

between humans and machines. Byrd and Srivastaval (2022) used a similar procedure

to estimate difficulty and discrimination parameters for items in the HotpotQA dataset
(Yang et all[2018). Raina and Gales|(2022) proposed the entropy of MRC model response

probabilities across the answer options of multiple-choice items as a measure of the

uncertainty or unanswerability. Raina et al| (2023b) additionally evaluated distractor

plausibility based on the MRC confidence scores on the distractors.

While the approaches in the previous paragraph always provide the full item context as
input to the MRC models, Berzak et al.[(2020), Liusie et al.[(2023), and Raina et al.|(2023a)

also considered the response accuracy without showing the text, letting the model an-

swer based on world knowledge alone. Results showed that many items in popular
benchmark datasets such as RACE|(Lai et al} are highly guessable. All three works

used pre-trained language models specifically fine-tuned on multiple-choice items, and

LLiusie et al.|(2023) demonstrated that the results of the guessability evaluation strongly

depends on which dataset the model was trained on. In Berzak et al|(2020), the mod-

els even consistently outperformed humans in guessing without seeing the text. This
suggests that there are dataset-specific clues (e.g., different lengths or word choices in
the distractors) that allow the models to learn to guess the correct answer options with
relative ease if they are trained on the same dataset, but these clues may not necessarily

be detectable by human test-takers who were not exposed to the dataset before.

The evaluation protocol I will present in this chapter builds on and extends the ideas

above in two main ways:

1. T'use generative LLMs with zero-shot prompting instead of fine-tuning task-specific
MRC models, removing the need for training data and reducing dataset-specific bi-

ases.

2. I combine guessability and answerability estimates to evaluate text informativity.

5.2 Evaluation protocol

I implement the following protocol for automatically evaluating MCRC item quality: An
evaluator model M., is asked to respond to an item in two settings, with and without
the text. In the setting with text, it is given a text T, a stem g and a single answer option
a and is tasked with generating a label true or false indicating whether a is correct or

incorrect. In the setting without text, T is not included in the input (see Table 5.1).

Based on the responses by M., to all answer options in a (human-written or generated)
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item dataset D, we can calculate the average response accuracy in the setting with text,
serving as an estimate of the answerability of D, and in the setting without text, serv-
ing as an estimate of the guessability of D. Computing the difference between the two

estimates yields the text informativity, which I use as the main metric for item quality.

In principle, M.y, can be any kind of model, as long as it can make binary true/false
decisions. However, in order for the answerability and guessability estimates to be rep-
resentative of human response behavior, M., must have strong enough comprehension
skills and a similar level of world knowledge to human test-takers. The experiment in

this chapter will test two LLMs for this assumption.

5.3 Experimental setup

5.3.1 Data

I applied the protocol described above to evaluate the same manually-written and gen-
erated DWLG items used in Chapter 4, with the same test split of 50 lessons as described
in Section 4.3.1. I will compare these to the results from the human evaluation in Chap-

ter 4. In addition, I will also report results on the complete German part of Belebele

(Bandarkar et al.,2023) for comparison, even if it was not part of the human evaluation

in Chapter 4.

5.3.2 Models

In the role of M.y, I used the same instruction-tuned LLMs as in Chapter 4, namely
Llama 2 and GPT-4. By adding the results from the previous experiment, I effectively
added the human as a third M., for comparison. This means that items generated by

all three M., models are evaluated by all three M.,; models.

This setup also allows us to check for interactions between My, and My, . For example,
it is plausible that the evaluation could lead to an over-estimation of answerability and
guessability in cases where Mgen = Meva (i.e., when a model evaluates items that it had

generated itself).
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German English
= Text: Text:
= [T [T]
o
¥ Frage: [q] Question: [q]
Antwort: [a] Answer: [a]
Gemafl dem Text oben, ist diese Based on the text above, is this
Antwort richtig (R) oder falsch (F)? answer correct (C) or incorrect (I)?
Gib nur den Buchstaben R oder F an.  Indicate only the letter C or L.
< Die folgende Frage und Antwort The following question and answer
= stammen aus einer Multiple-Choice- are from a multiple-choice compre-
5 Verstandnisaufgabe zu einem un- hension task about an unknown text.
E bekannten Text.
G Question: [q]
-

Frage: [q]
Antwort: [a]

Ohne den Text zu kennen, nur
basierend auf Allgemeinwissen, ist es
plausibler, dass die Antwort richtig
(R) oder falsch (F) ist? Gib nur den

Answer: [a]

Without knowing the text, only
based on general knowledge, is this
answer more likely to be correct (C)
or incorrect (I)? Indicate only the
letter C or L

Buchstaben R oder F an.

Table 5.1: The German prompt templates for item evaluation and a translation into En-
glish. In the text T, headings and paragraphs were separated by a newline
character.

5.3.3 Prompting

Similarly to Chapter 4,  manually engineered a zero-shot prompt for each setting, shown
in Table 5.1, and applied greedy decoding for generation. The prompt instructs the mod-
els to generate the true/false responses as single character labels to make sure that they

are tokenized as a single subword.

Responding to every answer option separately avoids the influence of other items and
other answer options, as discussed in Section 4.5.3. From Figure 5.1, we can see that this
setup is cleaner than in the human evaluation in that it only measures the effect of the

models’ prior knowledge and their reading comprehension ability.

While GPT-4 consistently produced output in the specified format, Llama 2 tended to

formulate its response as a complete sentence or, in the setting without text, preface
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Setting with text: Text

Other items from same source

Prior knowledge H‘
I .

Other items from different source

Other answer options

Setting without text: Text

Other items from same source

. 4/7///‘/
Prior knowledge H
A

Other items from different source

Other answer options

Figure 5.1: Sources of evidence for responding to comprehension items in the automatic
evaluation (solid black lines) compared to the human evaluation (dashed gray
lines). In the setting with text, when deciding whether a specific answer op-
tion is correct or incorrect, the LLM|is able to consult the text and its own
prior knowledge. In the setting without the text, only prior knowledge is ac-
cessible. Only a single answer option from a single item was included in each
prompt.
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it with a disclaimer like “Without looking at the text, it is difficult to say whether this
answer is correct or not” without producing a label at all. I was unable to prevent this
behavior through prompt engineering and instead used the predicted log-probabilities
to decide which of the two labels was more likely to be generated as the first token in

the generated response.

5.3.4 Threshold optimization

After some initial tests, it became clear that Llama 2 had a strong bias towards generating
the true label, resulting in response accuracies close to random guessing. To counter-
act this bias, I adapted the classification threshold for positive responses. Specifically, I

considered a response to be positive if

P(true) S
P(true) + P(false) — &

where P(x) is the probability Llama 2 assigns to x as the first token of its response. This is
equivalent to sampling from the predicted probability distribution of the first generated
token, discarding tokens that are not one of the true or false labels, and then checking if

the true label was produced with a relative frequency of at least 7.

To get the optimal threshold 7%, I let Llama 2 respond to human-written items in a sepa-
rate development split of 50 lessons in DWLG and selected the value for 7 that maximizes
response accuracy. I did this separately for the settings with and without text, resulting
in two optimized thresholds 7} (o = 0.9952 and 7) ;1001 text = 0-9849. These optimized
thresholds resulted in response accuracies of 0.880 with text and 0.657 without text on
the development split. [ used the same two thresholds for evaluating all items, no matter

if they were human-written or generated or which dataset they originated from.

For GPT-4, I did not apply threshold optimization, because its application programming
interface (API) did not return any token probabilities at the time of writing this thesis,

but also because it did not appear to have a strong bias towards any of the labels.

The code I used for generating and parsing LLM responses and optimizing the threshold

is available on GitHub'.

Thttps://github.com/saeub/item-evaluation
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DWLG Belebele
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with text
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. o ama
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Item source (Mgen)

Figure 5.2: Mean human and LLM response accuracies on human-written and generated
items. Accuracies are on the level of answer options, therefore random guess-
ing is at 50%. For human evaluators, means are based on 10 texts and around
185 responses without text and around 546 responses with text. For LLM
evaluators, means are based on 50 texts and around 451 responses in each
setting for DWLG and 488 texts and 3600 responses for Belebele. Error bars
are bootstrapped 95% confidence intervals.

5.4 Results

5.4.1 System-level guessability, answerability, and text

informativity

Figure 5.2 shows system-level guessability and answerability estimates for all available
combinations of My, and M..,;. For comparability, all response accuracies are calculated
on the level of answer options, even if Belebele does not allow multiple correct answer
options in the same item?®. The data for the human evaluators in this figure is the same

as in Figure 4.3.

We can see that GPT-4 consistently achieved higher response accuracies than both hu-

2This also means that the response accuracies achieved by Llama 2 are not comparable to the 69.4%
accuracy on German Belebele as reported by Bandarkar et al|{(2023).
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Evaluator (Meya)
Human Llama2 GPT-4

Human 0.294 0.216 0.267
Item source (Mye,) Llama 2 0.187 0.160  0.129
GPT-4 0.259 0.253  0.227

Table 5.2: Text informativity estimates (1) for all combinations of M,e, and My, for
DWLG. The best text informativity estimates according to each M., are

marked in bold.

mans and Llama 2, with or without seeing the text. This shows that GPT-4 has very
strong MRC capabilities as well as rich prior world knowledge that may exceed that of
the human annotators. Llama 2 appeared to perform slightly worse or equal to humans
in the setting with text, and slightly better or equal in the setting without text. However,

most of these differences are not significant given the confidence intervals.

In general, the three evaluators mostly agreed on the observations already reported in
Section 4.4.2. They all showed that the items generated by Llama 2 are the worst in
terms of text informativity, and items generated by GPT-4 exhibit better answerability
and worse guessability than human-written items. Humans and GPT-4 agreed that the
human-written items are best in terms of text informativity, while evaluating with Llama
2 lead to a higher text informativity for items generated by GPT-4. Refer to Table 5.2 for
a complete comparison of text informativity estimates for all combinations of M., and
Meyal.

5.4.2 Response-level inter-annotator agreement

In order to compare the response behavior of Llama 2 and GPT-4 to that of human an-
notators, I report Cohen’s coefficient x as a measure of inter-annotator
agreement (IAA). Specifically, for each of the two LLMs, I computed response-level k
between the model and each human annotator separately and then calculated the mean

of those values. Since the interpretation of Cohen’s « is highly dependent on the use

case (McHugh, [2012), I also provide the same mean k values for each human annotator,

to measure the average agreement between humans. All results are shown in Table 5.3.

Unsurprisingly, IAA is much higher in the setting with text than without. In both set-
tings, agreement between GPT-4 and humans is comparable to or exceeds agreement
between humans. Llama 2 has lower agreement overall, but still well within the range

of inter-human agreements.
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Mean IAA with (other) humans

Evaluator (M.,,) without text with text
Human 1 0.185 0.712
Human 2 0.015 0.679
Human 3 0.000 0.677
Human 4 0.400 0.669
Human 5 0.000 0.634
Human 6 0.216 0.729
Human mean 0.136 0.683
Llama 2 0.051 0.651
GPT-4 0.185 0.724

Table 5.3: Mean IAA (Cohen’s k) between evaluators and (other) humans with and with-
out text. Only human-written and generated DWLG items are included. Hu-
man mean is the mean of all six human annotators. The values in the setting
without text are less reliable because each human only annotated a third of all
items in this setting.

5.5 Discussion

5.5.1 Validity of the item evaluation protocol

As mentioned in Section 5.2, two main assumptions about M., are required for the

evaluation protocol to be considered valid:

1. Mgy has similar reading comprehension skills to overly proficient humans (i.e.,

proficiency should exceed item difficulty by a large margin).

2. M.y, has similar world knowledge to humans.

We can test these assumptions for Llama 2 and GPT-4 by comparing their response be-

haviors to human annotators.

Although GPT-4 consistently outperformed humans in terms of response accuracy, its
system-level guessability, answerability, and text informativity estimates were compara-
ble to humans. The ranking of the different M., systems is mostly the same, no matter
whether they were evaluated by humans or GPT-4 (see Table 5.2). Llama 2 was less

reliable in this respect.

In terms of response-level behavior, both GPT-4 and Llama 2 performed similarly to

humans, with IAA values well within the range of human variability (see Table 5.3).
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This means that both Llama 2 and GPT-4 could be used to represent or substitute a single
human annotator. However, it is important to note that the binary responses produced
by the LLMs do not give us any information about label variation or confidence, which
are essential aspects in human evaluation . Therefore, neither of the two

models can be used to represent an entire ensemble of human annotators.

An additional concern mentioned in Section 5.3.2/ was that using the same LLMs for both
generation and evaluation may lead to biases when Myen, = Meyva. Based on Figure 5.2, it
is possible that such a bias is present in Llama 2, since it only manages to outperform

humans in terms of response accuracy (with text) when responding to items generated

by Llama 2. However, compared to the results reported by Liusie et al.|(2023) on language

models fine-tuned on different MRC datasets, the effect here is rather small, if present
at all.

Interestingly, applying the automatic evaluation to Belebele reveals that its text informa-
tivity is very low, which is unexpected given that the dataset was created with a rigorous
review process to ensure quality. Compared to human-written items in DWLG, Belebele
has both higher guessability and lower answerability. The higher guessability may be
explained by the fact that items in Belebele always have one correct and three incorrect
answer options. Because of this, there is less pressure on the item writers to make ev-
ery single distractor unguessable, since there are always two other distractors. On the
other hand, there should be more pressure to make the correct answer option answer-
able (i.e., unambiguously correct), since not doing so would immediately render the item
useless. It is likely, however, that the answerability estimate of 0.895 for Belebele in Fig-
ure 5.2 do not represent human performance well. Belebele was created specifically as a
challenge for MRC, and as a result, the assumption that item difficulty is much smaller

than the test-taker’s proficiency (see Section 4.3.5.1) does not hold even for the highest-

performing LLMs. Bandarkar et al,(2023) reported a human response accuracy of 97.6%

on Belebele, but this value is not comparable because it was obtained in a conventional
multiple-choice setting (i.e., seeing all answer options while selecting the correct one,

with random guessing at 25%).

Overall, it appears that text informativity can be a reliable metric for automatic evalua-
tion, if the evaluating LLM has a sufficiently high MRC performance. A consequence of
this is that the metric is more suitable for use cases such as second language education,
rather than challenge sets for MRC benchmarks. It also means that the evaluating LLM
needs to be chosen in accordance with the difficulty of the items. GPT-4 generally seems
to be a good choice for estimating answerability and for ranking text informativity, but

its world knowledge may be too strong, leading to an over-estimation of guessability.
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5.5.2 The case for LLM-based simulation of test-takers

Instruction-tuned LLMs are not designed to behave like humans - they are designed to
follow instructions and give useful answers. This raises the question about the justifica-
tion for using these models to simulate test-takers and evaluate item quality. There are

several advantages to using zero-shot LLMs over fine-tuning task-specific models:

« Zero-shotting LLMs does not require additional training data, making them more

easily usable for low-resource languages and small datasets.

« The model is dataset-agnostic, meaning that the same model can be used for com-

paring different datasets with a smaller risk of being biased towards one of them.

+ Avoiding training simplifies implementation and reproducibility, especially com-
pared to approaches involving large model ensembles like the one proposed by
Byrd and Srivastaval(2022).

The main disadvantages of using LLMs are their computational inefficiency and, cur-
rently, the dependency on commercial APIs for accessing state-of-the-art models such
as GPT-4. While the high MRC performance required by the evaluation protocol is still a

limiting factor, proprietary LLMs are inching closer towards both fine-tuned and human

performance (Qin et al}|2023), and we can eventually also expect open-source models to

become more feasible for item evaluation.

5.5.3 Limitations

While the automatic evaluation protocol has overcome some limitations of the human
evaluation conducted in Chapter 4, such as the influence of other items and answer op-
tions on the responses (see Section 5.3.3), the experiment in this chapter also comes
with its own limitations. First, the threshold optimization required for Llama 2 (see
Section 5.3.4) means that it cannot be considered truly zero-shot anymore. Second, the
number of items I used to compare human and LLM responses is still relatively low,
leading to large confidence intervals in Figure 5.2 and limiting statistical power. A solu-

tion to this could be to extract multiple responses per answer option from each model

by using several prompts paraphrased in different ways (see [Portillo Wightman et al.,
2023). Third, the generalizability to datasets other than DWLG needs further investi-

gation. Especially for more challenging datasets such as Belebele, it is possible that the

assumption of overly proficient evaluators does not hold anymore (even for GPT-4), and

comparable human responses would need to be collected to test this.
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5.6 Summary

The goal in this chapter was to develop a protocol for reference-free automatic eval-
uation of multiple-choice reading comprehension items. The approach I proposed es-
timates average guessability, answerability, and text informativity of a set of items by
letting a highly performant large language model (LLM) respond (zero-shot) to each an-
swer option and measuring response accuracy without the text (guessability) and with
the text (answerability). I tested this approach with GPT-4 and Llama 2 and compared

the results to the human evaluation from Chapter 4.

Evaluating with GPT-4 gave the most similar results to human annotators, both at the
system level and the response level. In fact, inter-annotator agreement (IAA) between
GPT-4 and humans exceeded IAA between humans (mean Cohen’s k = 0.724 vs. 0.683 for
responses with text). Results from Llama 2 were also promising, but only after optimizing
the classification threshold due to a strong bias towards positive responses. Using LLMs

for evaluating generated items could be particularly useful for low-resource scenarios.
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6 Improving item generation

through fine-tuning

The results presented in Chapter 4 have shown that Llama 2 is capable of generating
useful multiple-choice reading comprehension (MCRC) items in a zero-shot setting, but
it clearly underperforms in comparison to the larger, closed-source GPT-4. In this chap-
ter, I will investigate whether this performance gap can be reduced by fine-tuning Llama
2 on task-specific data. I will consider both items designed by humans and items auto-

matically generated by GPT-4 as training data.

In accordance with the previous experiments, the evaluation will focus on guessability,
answerability, and text informativity as indicators of item quality. The essential question
is whether large language models (LLMs) are capable of identifying and learning these
requirements implicitly from training examples. Chapter 5 has shown that very large
models are necessary to even evaluate these metrics, giving reason to believe that learn-

ing to optimize them in generated items is difficult. Given the high level of abstraction

at play and insights from benchmarks in previous work (Maynez et al.| 2023), supervised

fine-tuning is more promising than few-shot learning for this application.

Based on both the theoretical and practical motivations, two research questions guide

the experiment in this chapter:

1. Can large language models learn and implement the meaning of item guessability

and answerability implicitly from training examples?

2. Can supervised fine-tuning on human- or LLM-generated data improve item gener-

ation performance in Llama 27
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6.1 Background and related work

6.1.1 Efficient LLM fine-tuning

While fine-tuning pre-trained language models on task-specific data has been a very
successful approach in many applications, the increasingly large number of parameters
presents several efficiency-related challenges when applying the same approach to mod-

ern LLMs (Liu et al., 2022} |Pfeiffer et al.,[2023). In particular, updating the complete set of

model parameters during training is computationally expensive. As a result, the research

area of parameter-efficient fine-tuning has gained more attention in recent years.

One of the the most commonly used methods for parameter-efficient fine-tuning of LLMs
is low-rank adaptation (LoRA) 2021). In this approach, the pre-trained model
weights are frozen and a subset of the matrix multiplications in the model are reparam-
eterized with a small number of additional weights. Specifically, given a pre-trained
weight matrix W € R** and an input vector x € R?, the forward pass y = Wx is repa-

rameterized as
y = Wx + BAx,

where B € R* and A € R”* are added weight matrices learned during fine-tuning. By

choosing a low number for the rank r (much smaller than d and k), the total number

of trainable parameters is kept to a minimum. Hu et al. (2021) applied this reparam-

eterization to the attention weights in the transformer model and demonstrated that
the approach is effective on a variety of downstream tasks including natural language

generation while reducing the number of trainable parameters to 0.1% of the full model.

LoRA is effective at reducing the required computational resources compared to fine-
tuning all parameters in the model, but in comparison to in-context (zero-shot or few-

shot) learning, memory usage remains high, since the entire frozen base model still has

to be stored in memory. Dettmers et al.| (2023) presented QLoRA as a solution to this

problem, where they applied a lower-precision quantization (e.g., 8-bit or 4-bit floating
point precision) to the pre-trained parameters, while keeping the LoRA parameters at
a higher precision (16-bit). As a result, fine-tuning a large model requires comparable
amounts of memory to running inference with the same model, making experiments
with LLM more feasible.
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6.1.2 Training on LLM-generated data

Instruction-tuned LLMs have the remarkable ability to perform competitively in a wide
range of natural language generation tasks without any training data (see Section 4.1.1),
but they are computationally inefficient and potentially over-parameterized for simpler
tasks. In response to this, recent research has attempted to prompt LLMs to generate
training data for specific tasks and fine-tune smaller language models on that synthetic

data. This is essentially a form of knowledge distillation, with the goal of creating a

task-specific, more efficient, and possibly better-performing model (Meng et al., 2022).

Meng et al|(2022), Claveau et al.|(2022), and Ye et al|(2022a) used GPT-style generative

language models to generate training data for various classification tasks and fine-tuned

smaller BERT-style masked language models on that data to perform the classification.

Ye et al|(2022b) presented a framework where the prompt for generating training sam-

ples is iteratively updated in order to optimize data quality. Wang et al.| (2023b) showed

that instruction-tuning can be done by fine-tuning on filtered generated data, even when

the same model is used for generating and fine-tuning. Whitehouse et al|(2023) used

LLMs|to augment multilingual datasets with low-resource languages.

Overall, these works show that training on LLM-generated data can be beneficial in sce-

narios where human-generated data is scarce, as long as it is of sufficiently high quality.

6.2 Experimental setup

6.2.1 Training data

I used two target datasets for fine-tuning:

1. Human target: The DWLG training set consisting of 354 human-written texts

and items (see Section 3.3).

2. GPT-4 target: The texts from the DWLG training set with three items per text
generated by GPT-4 using the zero-shot method described in Section 4.3.3.

For evaluation, I used the same test set of 50 texts as in Chapters 4 and 5. An addi-
tional split of 50 human-written texts and items served as a development set for testing

hyperparameters and detecting overfitting during training.

Each training sample contained the same prompt as in Section 4.3.3. The specific for-

mat of the items roughly corresponds to the format produced somewhat consistently by
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Llama 2 in the zero-shot setting. The full template is shown in Appendix B.1.

6.2.2 Fine-tuning

I used the instruction-tuned checkpoint Llama-2-70b-chat-hf as a starting point for
fine-tuning. QLoRA fine-tuning was implemented using the transformers
2020), peft (Mangrulkar et al}[2022), and bitsandbytes' libraries. Iloaded the original
model parameters in 4-bit (NF4) precision and applied double quantization, while LoRA

parameters are kept in 16-bit precision (Dettmers et al} |[2023). I used rank r = 64 for
LoRA.

Training was done on six NVIDIA V100 GPUs with 32 GB of memory each. Both models
were trained for two epochs (after which the validation loss did not decrease any further)
with a batch size of one, accumulating gradients over four steps. Refer to Appendix B.2

for the complete set of hyperparameters.

6.2.3 Inference and postprocessing

To generate items for texts in the test set, I used the same setup as in Section 4.3.3,
with the exception of applying random sampling with a temperature of 0.5 instead of
greedy decoding. The reason for this is that the fine-tuned models had a strong tendency
to generate very repetitive items, sometimes with duplicate or near-duplicate answer

options. Increasing the temperature prevented this behavior to some degree.

The previously observed issue that Llama 2 sometimes abruptly switches to English
while generating German text (see Section 4.3.4) did not occur anymore after the first 40

fine-tuning steps, therefore language detection was not necessary.

6.2.4 Evaluation

I applied the automatic evaluation protocol presented in Section 5.2, using both GPT-
4 and Llama 2 with zero-shot prompting in the role of M., to estimate system-level
guessability, answerability, and text informativity. If the fine-tuned M,., does in fact
learn to imitate the desired characteristics of the items in the target dataset, we should
expect those three metrics to shift towards the metrics of the target (human or GPT-4)
dataset. To get more insights into the learning process, I evaluated the models at regular

intervals during training.

Yhttps://github.com/TimDettmers/bitsandbytes
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6.3 Results

6.3.1 Surface-level features of generated items

As mentioned in Section 4.4.1, the items generated by GPT-4 and Llama 2 in the zero-
shot setting differ from the human-written items in DWLG at the surface level. Most
importantly, the generated items did not contain any cloze-style stems and mostly only
contained a single correct answer option. This means that fine-tuning Llama 2 on the hu-
man target involves a larger data shift compared to the GPT-4 target. From Figure 6.1, we
can see that features like the average number of correct answer options or the percentage
of cloze-style items approach the values of the target dataset after about 80 fine-tuning
steps, meaning that these surface-level features were effectively learned after about one

epoch.

6.3.2 Guessability, answerability, and text informativity

Figure 6.2 shows how guessability, answerability, and text informativity estimates of
generated items changed as fine-tuning progressed. When fine-tuning on human-written
items, we can see a clear decrease in both guessability and answerability within the
first 120 update steps (about 1.5 epochs). Text informativity appears to have decreased
slightly. When fine-tuning on GPT-4, all metrics remained relatively stable. The ex-
pected trend that the metrics of the generated items should approach the metrics of the

target dataset is not visible in these results.

Overall, the two M., models (GPT-4 and Llama 2) largely agreed on these results, as
shown by the large overlap between the green and blue areas in Figure 6.2. This can be

considered additional evidence of the reliability of the automatic evaluation protocol.

6.3.3 Qualitative analysis

A closer look at the generated items confirms that the models mainly learned to imitate
surface-level features. The issues that had already negatively impacted answerability
in the zero-shot setting and require a deeper semantic understanding (see Section 4.4.4)
remained present in the fine-tuned models. Both models also still exhibited occasional

grammatical errors after fine-tuning,.

67



Chapter 6:

Improving item generation through fine-tuning

Figure 6.1:
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Fine-tuning on the human target dataset additionally introduced new types of errors:

+ Cloze gap in inappropriate location: The model generated a cloze-style stem,
but the answer options do not syntactically fit in that location. In some cases, the

answer options are also semantically incoherent.

Examples:

Item: (generated after 80 fine-tuning steps on human target)

Der Karneval hat ___ Urspriinge.

X im Christentum

v/ im alten Rom

v in der Zeit der Saturnalien

Item: (generated after 80 fine-tuning steps on human target)
Warum tragen auch Hollywood-Stars jetzt Sandalen und Socken __
X weil sie sonst nicht so bequem sind.

X weil sie sonst nicht so schon sind.

X weil sie sonst nicht so praktisch sind.

« Contradictory labels: The model generated answer options whose correct/incorrect
labels contradict each other. This sometimes occurred when the model generated

highly repetitive answer options with similar meanings.

Examples:

Item: (generated after 40 fine-tuning steps on human target)

Wie lang hat der Karneval in Koln Tradition?

X 2000 Jahre [same as the third option, should be v']
X 40 Tage
v/ 2000 Jahre

Item: (generated after 80 fine-tuning steps on human target)

Andrea Liekweg

X ist eine Apothekerin [entailed by the third option, should be V]

X ist eine Krankenschwester

v/ ist eine Apothekerin, die eine eigene Medikamentenliste fithrt
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In the model fine-tuned on the GPT-4 target dataset, I was unable to locate similar se-

mantic issues, and there were generally fewer noticeable changes as training progressed.

6.4 Discussion

6.4.1 Learning item quality from data

The first research question in this chapter concerned whether it is possible for an LLM
to recognize and replicate what makes items answerable or unguessable implicitly by
fine-tuning on items that exhibit these features. To find an answer to this question, I
fine-tuned Llama 2 on two different sets of items, both of which had a higher average text
informativity metric than the ones generated by Llama 2 before fine-tuning. I found that
neither model converged towards the guessability, answerability, or text informativity

metrics of the target dataset, as shown in Figure 6.2.

While the model fine-tuned on the GPT-4 target did not appear to experience signifi-
cant changes in item quality, the human target resulted in a noticeable degradation in
answerability and introduced several semantic issues in the generated items. A possi-
ble explanation for this is the smaller data shift when fine-tuning on items generated
by GPT-4, since those are much more similar to the items generated by Llama 2 before
fine-tuning. It seems that the model prioritizes surface-level features, which are learned

very quickly (as shown in Figure 6.1), sacrificing semantic integrity in return.

Assuming that these interpretations are accurate, there are two practical implications:

1. Fine-tuning should be done on items that have similar surface-level characteristics
to the items generated by the model before fine-tuning. A solution could be to first
engineer the prompt (e.g., by providing examples) to elicit items that look similar

to the target dataset first, and then fine-tuning using that prompt.

2. Improving abstract features such as anwerability and guessability through super-

vised fine-tuning may require larger-scale datasets than DWLG.

Given that there are no large MCRC datasets for most languages except English, alter-
native training approaches such as reinforcement learning from Al feedback (Bai et al.,
2022) or reward ranked fine-tuning (Dong et al.l{2023) may be more promising. In these

approaches, items are sampled from M,.,, a reward quantifying item quality (e.g., text in-

formativity) is calculated using Mey,1, and Mg, is updated to maximize that reward. Such
reward-based methods have the potential to solve both of the issues listed above, since

sampling items from the model automatically eliminates the surface-level data shift and
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removes the need for high-quality training data. However, a prerequisite for applying
this would be a reward model that is able to evaluate guessability and answerability at the
item level. In this thesis, I relied on binary responses from a small number of humans or
zero-shot LLMs|in the role of M.,,, which means that guessability and answerability can
only be estimated reliably on the system-level (see Sections 4.3.5.1 and 5.2). Therefore, a
next step would be to develop a method for obtaining human-like response probabilities
at the level of single items, for example, by estimating confidence in LLM responses (see,
e.g., Portillo Wightman et al.,2023).

6.4.2 Is Llama 2 a lost cause?

The second research question asked specifically whether supervised fine-tuning can im-
prove Llama 2 as an open-source model beyond its zero-shot MCRC item generation
performance. Based on the results in this chapter, this question cannot be answered
conclusively. In addition to the size of the training dataset, there are two model-specific

factors that could have limited the success of my fine-tuning experiments:

1. Model size: Although the number of parameters in GPT-4 is not public, it is safe
to assume that it is significantly larger than Llama 2. It is possible that the level of
abstraction involved in complex semantic features like guessability and answer-

ability requires larger models.

2. Model pre-training: Llama 2 is English-centric with only a small fraction of pre-
training data in German (see Section 4.3.2). This undoubtedly manifested itself
in my experiments, for instance, whenever the model produced English or un-
grammatical German output (see Sections 4.3.4 and 6.3.3). It may also mean that
the language modeling capabilities for German are insufficient for automatic item
generation and continued pre-training on German data may alleviate this problem.
Preliminary results on LeoLM have shown moderate improvements,

but German performance is still low compared to English.

Overall, Llama 2 with 70B parameters is still likely to be among the most competitive
open-source LLMs currently available for this task, and it is plausible that improvements

in item quality can be achieved by pre-training or fine-tuning on more data.

6.4.3 Limitations

There are several aspects limiting the interpretation of the results presented in this chap-

ter. First, the experiment fully relied on automatic evaluation metrics. Although the
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informal qualitative analysis gave a similar impression, a quantitative evaluation with
human annotators should ideally be conducted to confirm the results. Second, the fine-
tuning experiments were restricted to the DWLG dataset. In order to generalize the

discussion to other datasets, further experiments would be required. Experiments with

Belebele (Bandarkar et al.,|2023) could be a good starting point for future work. Third,

I did not systematically investigate the effect of hyperparameters on training, and there
is a possibility that some improvement can still be achieved through hyperparameter

optimization.

6.5 Summary

As a follow-up to Chapter 4, this chapter presented a fine-tuning experiment with Llama
2 in an attempt to improve its ability to generate multiple-choice reading comprehension
items. I used low-rank adaptation (LoRA) to fine-tune a model on human-written items
and another on GPT-4-generated items and evaluated the quality of the output using the

automatic evaluation protocol developed in Chapter 5.

Although the models did learn to reproduce surface-level features such as item type
or the number of correct answer options, they failed to produce items with a higher
text informativity. When fine-tuning on human-written items, item quality deteriorated,

while fine-tuning on GPT-4-generated items did not substantially affect item quality.
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7 Conclusion and outlook

The aim of this thesis was to explore different ways of integrating large language mod-
els (LLMs) into the process of developing reading comprehension test items, focusing
on automatic item generation (AIG) and evaluation. To this end, I compiled DWLG, a
dataset of German multiple-choice reading comprehension (MCRC) items, I introduced
text informativity as an evaluation metric motivated by item response theory (IRT), and
I conducted experiments to test the performance of LLMs in generating and evaluating
items. These contributions also represent first steps towards closing the three major
research gaps presented in Section 1.4: the lack of non-English data, the lack of valid

automatic evaluation metrics, and the lack of interdisciplinarity.

7.1 Answers to research questions

In this section, I will revisit the research questions asked in the experiment chapters and
summarize the main findings to answer them. For more detailed summaries, refer to the

sections at the end of each respective chapter.

How good are large language models at generating German multiple-choice

reading comprehension items for given texts in a zero-shot setting? (Chapter 4)

To answer this question, I conducted a human evaluation of Llama 2 and GPT-4, collect-
ing quality ratings and item responses from six annotators. GPT-4 outperformed Llama
2 in terms of text informativity, but did not reach the level of human-written items. On
average, GPT-4 received higher quality ratings than human-written items, which is owed

to better answerability. However, GPT-4 produced more guessable items.

Can responses by large language models to multiple-choice reading compre-

hension items be used to automatically evaluate item quality? (Chapter 5)

I compared item responses by Llama 2 and GPT-4 to human responses to answer this
question. The experiment showed that guessability, answerability, and text informativity

estimates by both models are similar to those by humans when evaluating generated or
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human-written items — GPT-4 more so than Llama 2. On the response-level, GPT-4
showed stronger agreement with human annotators than Llama 2, but both were within
the range of human variability. In summary, Llama 2 or GPT-4 can be representative of

a single human annotator, but cannot replace a larger sample of annotators.

Can large language models learn and implement the meaning of item guess-

ability and answerability implicitly from training examples? (Chapter 6)

To answer this question, I experimented with fine-tuning Llama 2 on human-written and
GPT-4-generated items. While the model quickly learned surface-level features such as
the item type or length, the guessability and answerability of the generated items did
not improve. This suggests that learning guessability and answerability implicitly from

examples requires more data.

Can supervised fine-tuning on human- or LLM-generated data improve item

generation performance in Llama 2?7 (Chapter 6)

The quality of generated items did not improve in either case. When fine-tuning on
human-written items, quality even deteriorated, possibly because these items have very
different surface-level features. It is also possible that more German pre-training data is

necessary.

Overall, these results show that LLMs have some potential to make item development
more efficient through AIG and item evaluation, but open-source models like Llama 2

still have a long way to go in order to catch up with commercial products like GPT-4.

7.2 Open questions and future work

For AIG, the question remains whether and how the quality of items generated by LLMs
can be improved, for example, through more systematic prompt engineering. As the fine-
tuning experiments in this thesis were rather limited, future work could study larger or
more German-centric open source models or experiment with different learning objec-
tives or paradigms. Another line of research could be controlling the difficulty of gen-
erated items (Gao et all 2019} [Uto et al/, [2023), since I deliberately excluded this aspect

from my experiments. [Kalpakchi and Boye| (2023a) have done some preliminary work

on difficulty-controlled generation with GPT-3 in Swedish, with limited success.

The experiments involving the automatic item evaluation protocol also left some ques-
tions open. For instance, it is unclear how well the evaluation works for datasets other

than DWLG, and specifically for more difficult items. Moreover, there may be better
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choices for open-source evaluator models than Llama 2, which gave poorly calibrated
responses and required threshold optimization. Future work could also focus on en-
abling guessability and answerability evaluation of single items (as opposed to system-
level evaluation) by modeling uncertainty and label variation at the response-level. This

would also unlock learning paradigms such as reinforcement learning, where text in-

formativity estimates could be used as a reward, similarly to what [Yuan et al/ (2017)

proposed.

The amount of data available for German and other non-English languages remains a

problem, and future work should focus on creating more high-quality datasets of test

items. Building multilingually parallel datasets in the spirit of Belebele (Bandarkar et al.|
or QA4MRE| (Pefias et all 2011} [2012) may be the most efficient way of reducing

data scarcity in low-resource languages. For non-English AIG, data scarcity may also be

circumventable to some degree by automatically translating texts to English and trans-

lating the generated items back into the target language.
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A User interface for human

evaluation

Errate die Antworten auf die folgenden Fragen
Es handelt sich um Verstandnisfragen zu einem Zeitungsartikel. Versuche, die richtigen Antworten zu erraten, ohne den Text zu sehen. Im Anschluss wirst du den Text sehen und deine
Antworten korrigieren kénnen

Es konnen jeweils 0-3 Antworten richtig sein.

Kreuze alle richtigen Antworten an (£3).

Was fordert die Frauenrechtlerin Masih Alinejad von den fiihrenden demokratischen Was war der Ausldser fiir den ersten feministischen Aufstand in der Geschichte des
Landern der Welt? Iran?

Die Isolierung der Islamischen Republik Der brutale Tod von Jina Mahsa Amini in Polizeigewahrsam

Die Anerkennung der Islamischen Republik als demokratischen Staat Der Internationale Frauentag

Die Unterstiitzung der Islamischen Republik Die Férderung des Frauenbildes der Islamischen Republik

Wie reagierten die Sicherheitshehdrden auf die Proteste der Frauen?
Sie reagierten mit Gewalt
Sie unterstitzten die Proteste

Sie ignorierten die Proteste

Figure A.1: Screenshot of the user interface for the human evaluation, without text.
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Appendix A: User interface for human evaluation

Der Kampf der Frauen im Iran geht weiter

Fromm und untergeordnet: Gegen das Frauenbild der Islamischen Republik gibt es seit 1979 Widerstand. Nach
Jina Mahsa Aminis brutalem Tod wurde daraus der erste feministische Aufstand der iranischen Geschichte.

Der 8. Marz ist der Internaticnale Frauentag. Aber nicht im Iran, hier wurde der Frauentag im Jahr 2023 am 13.
Januar gefeiert. Das Datum wird jedes Jahr neu bestimmt, und der Tag ist gleichzeitig Muttertag — passend zum
Frauenbild der Islamischen Republik. Seit der Revolution 1979 férdert sie in den Medien und in allen
Bildungseinrichtungen das Bild von der frommen Ehefrau, die sich unterordnet und in der Offentlichkeit kaum zu
sehen ist.

Doch 2022 gab es den ersten feministischen Aufstand der iranischen Geschichte. Ausléser war der brutale Tod
von Jina Mahsa Amini in Polizeigewahrsam. ,In unserer Stadt waren die Proteste beispiellos. In den ersten
sieben Tagen waren drei Viertel der Protestierenden Frauen®, sagt Leila. Sie organisierte mit ihren Freundinnen
Demeonstrationen in ihrer Stadt in den iranischen Kurdengebieten.

Die Sicherheitsbehrden schienen Angst zu haben, erzéhit sie. Sie reagierten mit Gewalt. ,\Wir wissen, dass viele
Frauen vergewaltigt wurden, um sie zu brechen und einzuschiichtern®, so Leila. Proteste auf den Stralen sind
deshalb weniger geworden. Mindestens 525 Demonstrierende wurden von den Sicherheitskréften getétet, auch
71 Minderjéhrige. 20.000 Menschen wurden 2022 verhaftet, ein Teil davon wieder freigelassen, doch viele von
ihnen werden noch immer eingeschiichtert.

,Die fiihrenden demokratischen Lander der Welt missen die Islamische Republik isolieren, genauso wie sie Putin
isoliert haben", sagt die Frauenrechtlerin Masih Alinejad. Sie fordert, die iranische Revolutionsgarde als
Terrororganisation einzustufen. Andere Iranerinnen haben das Vertrauen verloren: ,Die Unterstiitzung und
Solidaritat der westlichen Politikerinnen bedeutete uns am Anfang sehr viel”, sagt Leila. ,Wir wissen aber, dass
sie am Ende an ihre politischen und wirtschaftlichen Interessen denken. Wir machen unseren Kampf nicht
abhéngig von ihnen.”

Beantworte die folgenden Fragen

Es kdnnen jeweils 0-3 Antworten richtig sein.
Kreuze alle richtigen Antworten an (&).
Wenn du dir bei einer Antwort unsicher bist (z.B., weil die Antwort nicht eindeutig ist), rate, und klicke zusétzlich auf das Fragezeichen Q).

(Detaillierte Anleitung)

Die iranischen Sicherheitsbehdrden ... Was war der Ausldser fiir den ersten inistischen Auf: din der hichte des
Iran?

haben den Aufstand ausgeldst, weil eine junge Frau verhaftet und getétet wurde. Der brutale Ted von Jina Mahsa Amini in Polizeigewahrsam

sind fiir den Tod hunderter Demonstrierender verantwortlich. Der Internationale Frauentag

haben die Proteste 2022 gewaltsam beendet. Die Forderung des Frauenbildes der Islamischen Republik

Wie gut ist dieses ltem? Wie gut ist dieses Item?

[unbrauchbar mehrheitlich schlecht | teilweise schlecht ‘ gut ‘ perfekt }

[unbrauchbar ‘ mehrheitlich schlecht | teilweise schlecht ‘ gut ‘ perfekt}

Frauenrechtlerinnen sagen, dass ... Was fordert die Frauenrechtlerin Masih Alinejad von den fiihrenden demokratischen
Landern der Welt?

die russische Regierung mit der iranischen Fiihrung sprechen soll.
Die Anerkennung der Islamischen Republik als demokratischen Staat
sie sich nicht auf die Hilfe internationaler Politikerinnen verlassen.
Die Unterstiitzung der Islamischen Republik

andere Lénder mehr gegen die iranische Regierung machen sollen.

Die Isalierung der Islamischen Republik

Wie gut ist dieses ltem?
Wie gut ist dieses Item?

unbrauchbar | mehrheitlich schlecht | teilweise schlecht ‘ gut ‘ pen‘ekt}

[unbrauchbar ‘ mehrheitlich schlecht | teilweise schlecht ‘ gut ‘ perfekt }

Wie reagierten die Sicherheitsbeh&rden auf die Proteste der Frauen? Was ist richtig?

Sie ignorierten die Proteste

Viele iranische Frauen wehren sich dagegen, wie sie von der Regierung behandelt

Sie reagierten mit Gewalt
werden.

Sie unterstiitzten die Proteste o X R
Der Muttertag ist fiir die Demonstrierenden ein wichtiges Datum.

Wie gut ist dieses ltem? Am 8. Marz, dem Weltfrauentag, gibt es neue Proteste im Iran.

unbrauchbar | mehrheitlich schlecht | teilweise schlecht ‘ gut ‘ perfekt } Wie gut ist dieses Item?

[unbrauchbar mehrheitlich schlecht | teilweise schlecht ‘ gut ‘ perfekt }

Kriterien fiir "gute Items"

Ein gutes Item ...
« bezieht sich auf den Inhalt des Texts
« ist versténdlich und sprachlich korrekt
= ist eindeutig beantwortbar
= ist ohne zus&tzliches Allgemeinwissen beantwortbar
= ist nur beantwortbar, wenn man den Text gelesen hat (nicht durch reines Allgemeinwissen)

Wie viele richtige oder falsche Antworten eine Frage hat, ist in erster Linie nicht relevant. Wichtig ist, dass die Beantwortung der Frage das Verstéindnis des Textes voraussetzt,

Figure A.2: Screenshot of the user interface for the human evaluation, with text and
quality ratings.
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B Fine-tuning details

B.1 Training sample format

<s> [INST] Text:
[T]

Schreibe 3 Multiple-Choice-Verstandnisfragen zum Text oben, in deutscher
Sprache. Jede Frage soll 3 Antwortmoglichkeiten haben. Schreibe hinter jede
Antwort in Klammern, ob sie richtig oder falsch ist. Zwischen 0 und 3 Antworten
konnen richtig sein. Die falschen Antworten sollten plausibel sein, wenn man den
Text nicht gelesen hat. [/INST] Frage 1:

[q:]

A) [ai1] ( [richtig/falsch] )
B) [ai2] ( [richtig/falsch] )
C) [ai2] ( [richtig/falsch] )

Frage 2
[g.]

A) [as1] ( [richtig/falsch] )

B) [as2] ( [richtig/falsch] )

C) [az2] ( [richtig/falsch] )

Frage 3
[gs]

A) [as;1] ( [richtig/falsch] )

B) [as2] ( [richtig/falsch] )

C) [asz] ( [richtig/falsch] ) </s>
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Appendix B: Fine-tuning details

T is a placeholder for the text, ¢; for item stems, and a; ; for answer options. <s>, </s>,
[INST], [/INST] are tokens used as message separators in the instruction-tuned Llama
2 model. Note that in the human target dataset, there is a small number of items with

more than three answer options (see Section 3.3.3).

B.2 QLoRA configuration

bnb_config = BitsAndBytesConfig(
load_in_4bit=True,
bnb_4bit_use_double_quant=True,
bnb_4bit_quant_type="nf4",
bnb_4bit_compute_dtype=torch. floatl6,

peft_config = LoraConfig(
lora_alpha=16,
lora_dropout=0.1,
r=64,
bias="none",
task_type="CAUSAL_LM",

training_args = TrainingArguments (
per_device_train_batch_size=1,
gradient_accumulation_steps=4,
learning_rate=1le-4,
logging_steps=10,
num_train_epochs=2,
evaluation_strategy="steps",
eval_steps=20,
save_strategy="steps",

save_steps=20,
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